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Abstract  

Early detection of breast cancer is essential for improving patient survival and reducing mortality. Although histopathology-
based diagnosis provides definitive clinical evidence, the complex and heterogeneous nature of breast cancer histopathology 
(BCH) images poses significant challenges for accurate classification. Conventional deep learning models often struggle to 
capture both local tissue characteristics and global contextual patterns simultaneously. To address this limitation, this study 
proposes a Multi-Stage Feature Fusion (MSFF) model that integrates EfficientNetV2, a CNN local texture branch, and a Vision 
Transformer (ViT). EfficientNetV2 extracts high-level semantic features, the CNN branch captures fine-grained local texture 
information, and the ViT models long-range contextual dependencies through self-attention. These complementary 
representations are fused through an adaptive multi-stage fusion strategy to enhance discriminative capability for binary BCH 
classification. An ablation study is conducted to systematically evaluate the contribution of each architectural component. 
Experimental results on the BreakHis dataset demonstrate that the proposed model achieves the best overall balanced 
classification performance, with an accuracy of 93.04%, precision of 93.08%, recall of 92.69%, F1-score of 92.89%, and an 
AUC of 0.9303 at the optimal 200× magnification level. The findings confirm that the proposed fusion strategy provides 
balanced classification performance, stable optimization behaviour, and strong generalization capability, effectively 
addressing BCH image heterogeneity and offering strong potential for clinical decision-support applications. 
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1. Introduction  

Early detection of breast cancer relies heavily on 
histopathological diagnosis, which is an important 
method for accurately analyzing breast tissue [1-3]. 
However, Breast Cancer Histopathology (BCH) image 
analysis faces considerable challenges [2], [4]. The 
complexity of BCH images often complicates this 
process. This challenge is exacerbated by the 
heterogeneous nature of cancer cells, such as the 
irregular size and shape of the cell nucleus, rough 
chromatin at the edges of the nucleus, and the presence 
of clearly visible nucleoli [5-7]. An accurate 
classification remains a major obstacle in image-based 
diagnosis. Several deep learning architectures, such as 
convolutional neural networks (CNN) [8], [9], U-Net 
[10-13], VGG16 [9], [14], [15], and ResNet50[14] have 
been proven to provide promising results in medical 

image. However, although this method is effective, 
challenges in BCH image classification still require 
more sophisticated approaches to handle image 
complexity [16-18]. 

Previous research shows that image augmentation 
techniques can improve model generalization by 
enriching the training data [19-21]. Therefore, it is 
important to explore the combination of Convolutional 
and Vision Transformer equipped with more 
techniques, to achieve significant improvements in 
classification accuracy. Against this background, this 
research aims to develop an effective hybrid model for 
a more accurate classification of BCH images. 
EfficientNetV2 is an advanced CNN architecture 
designed to improve the efficiency and accuracy of 
image classification. Although EfficientNetV2 has been 
applied in various medical applications, such as CT and 
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MRI imaging, its application to breast cancer 
histopathology images is still relatively new and 
requires further exploration [22-25]. ViT has the 
advantage of capturing long-range context and complex 
spatial patterns in images, which are often missed by 
traditional CNNs [10], [13], [26-31]. ViT has been 
successfully used for the classification of natural 
images, satellite images, and other medical images, 
including cancer detection [32], [33]. Breast cancer 
histopathology classification has been widely studied 
using CNN-based transfer learning, patch-level 
classification, and transformer-based models. Recent 
studies reported strong performance using ViT-based 
comparative models and supervised contrastive 
learning on BCH datasets [25], [34], [35]. However, 
most existing methods still rely on a single dominant 
feature extractor and do not explicitly combine 
semantic, local-texture, and global-context 
representations within one unified architecture. Table 1 
summarizes the methodological focus and remaining 
limitations of related studies. EfficientNet-based 
architectures are attractive for medical image 
classification because they balance representation 
capacity and computational efficiency. In BCH 
analysis, this is important because histopathology 
images contain magnification-dependent texture 
variation and complex tissue morphology. However, 
EfficientNet-based models generally remain CNN-
centric and may not sufficiently capture long-range 
contextual dependencies. Therefore, this study uses 
EfficientNetV2-B0 as a semantic feature branch rather 

than as a standalone classifier, and complements it with 
CNN-based local texture extraction and ViT-based 
global context modelling[35], [36]. Vision Transformer 
models are increasingly used in histopathology because 
self-attention can capture long-range spatial 
relationships that convolutional operations may miss. 
Recent BCH and pathology studies show that ViT-
based models can provide strong classification 
performance and useful contextual representation [34], 
[35], [37-39]. Nevertheless, transformer-only models 
may overlook fine-grained local texture patterns that are 
important for distinguishing benign and malignant 
tissue. This motivates the use of ViT as a global-context 
branch within a hybrid fusion framework. Hybrid 
CNN–Transformer models show that combining local 
and global information can improve pathology 
classification. Methods such as KAT and LongMIL 
support local–global modelling, but they mainly operate 
at the WSI level. In contrast, this study applies local–
global fusion at the BCH image level by integrating 
EfficientNetV2, CNN local-texture extraction, and ViT 
global-context modelling with adaptive feature 
reweighting. Existing BCH studies demonstrate the 
effectiveness of CNNs, EfficientNet-like backbones, 
and ViT models, but many still rely on single-stream 
encoders or limited hybrid fusion. As summarized in 
Table 1, few studies explicitly combine semantic, local-
texture, and global-context features within one adaptive 
multi-stage fusion framework. Therefore, this study 
proposes MSFF and validates its branch contributions 
through component-wise ablation.  

Table 1. Comparison of Existing Deep Learning Approaches for Breast Cancer Histopathology Analysis 

Study CNN ViT  Hybrid 
Fusion MSFF Key Result Limitation / Research Gap 

Review of breast 
histopathology image analysis 
[40] 

✓ ✗ ✗ ✗ Comprehensive review Predates recent ViT and hybrid 
architectures 

BCH classification [41] ✓ ✗ ✗ ✗ Demonstrated CNN 
effectiveness 

No global-context modelling 

Automatic breast cancer 
detection [1] 

✓ ✗ ✓ ✗ Improved detection 
performance 

Not EfficientNetV2- or ViT-
based 

Breast cancer diagnosis from 
histopathology images [4] 

✓ ✗ ✗ ✗ Effective diagnostic 
classification 

No branch-level feature fusion 

Mitotic detection [42] ✓ ✗ ✓ ✗ Improved mitosis detection Detection task, not BCH 
classification 

IDC detection / representation 
learning [43] 

✗ ✓ ✗ ✗ Strong representation 
learning 

Transformer-only architecture 

BCH image classification ✓ ✗ ✗ ✗ 90% image-level accuracy Single-stream representation 
learning 

Autonomous breast cancer 
diagnosis [44] 

✓ ✗ ✗ ✗ Automated diagnosis 
capability 

No explicit local–global fusion 

Patch/slide pathology 
classification [38] 

✗ ✓ ✗ ✗ +8.21 ROC-AUC over ViT Not BCH-specific 

Breast histopathology 
classification [34] 

✓ ✓ ✗ ✗ ViT achieved 94% 
validation accuracy 

No feature fusion mechanism 

This study proposes a hybrid deep learning approach 
that combines EfficientNetV2, Convolutional Neck 
Section, and Vision Transformer with feature fusion to 
enhance the classification accuracy of breast cancer 
histopathology images (benign and malignant). Unlike 
previous methods that rely solely on either CNNs or 
Transformers, the proposed approach utilizes three-
stage feature extraction, including Bottleneck Feature 

Extraction (EfficientNetV2) for capturing global 
features efficiently, Neck Section Feature Enhancement 
(CNN) for refining and enhancing local details, and 
Vision Transformer (ViT) for learning long-range 
dependencies and spatial relationships. The features 
from the three branches are first concatenated and then 
adaptively reweighted in the feature fusion layer, 
producing a comprehensive representation before 
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classification using a dense sigmoid layer. Image 
augmentation is also incorporated to improve 
generalization and address class imbalance. 

2. Methods 

2.1 Dataset Preparation and Augmentation 

The experiments used the BreakHis dataset, which 
contains benign and malignant BCH images acquired at 
40×, 100×, 200×, and 400× magnifications. 

Table 2. Display of BCH Image Classes 

Benign Class 
Adenosis 400x Fibroadenoma 400x 

  
Adenoma 400x Phyllodes Tumour 400x 

  
Malignant Class 

Ductal Carcinoma 400x Lobular Carcinoma 400x 

  
Mucinous Carcinoma 400x Papillary Carcinoma 400x 

  
The dataset includes four benign subtypes (adenosis, 
fibroadenoma, adenoma, and phyllodes tumour) and 
four malignant subtypes (ductal carcinoma, lobular 
carcinoma, mucinous carcinoma, and papillary 
carcinoma), as shown in Table 2. Due to visual 
similarity across tissue patterns and magnification 
variation, robust feature extraction is required. Data 

augmentation was applied to the training images, 
increasing the dataset from 7,909 to 31,636 images 
while preserving class distribution. 

Table 3. Class-wise Distribution Before and After Data 
Augmentation 

Class Original Images After Augmentation 
Benign 2480 9920 
Malignant 5429 21716 
Total 7909 31636 

As shown in Table 3, the original dataset contains 2,480 
benign images and 5,429 malignant images. Following 
augmentation, the number of benign and malignant 
samples increased proportionally to 9,920 and 21,716 
images, respectively. This augmentation strategy 
increases data diversity while maintaining the inherent 
class distribution of the original dataset. 

Table 4. Magnification-wise Distribution Before and After Data 
Augmentation 

Magnification Original Images After Augmentation 
40× 1995 7980 
100× 2081 8324 
200× 2013 8052 
400× 1820 7280 
Total 7909 31636 

As shown in Table 4, data augmentation increased the 
BreakHis dataset fourfold, from 7,909 to 31,636 
images, while preserving the original distribution across 
magnification levels (40×, 100×, 200×, and 400×). The 
100× subset remained the largest, while 400× was the 
smallest. This approach enhances training data diversity 
without disproportionately affecting any magnification 
level, supporting consistent evaluation of the proposed 
MSFF model. 

Table 5. Detailed Data Augmentation Configuration 

Augmentation Parameter 
Rotation ±20° 
Horizontal Flip 0.5 
Width Shift 0.1 
Height Shift 0.1 
Zoom 0.2 

As summarized in Table 5, rotation, horizontal flipping, 
spatial shifting, and zooming were applied during 
training. These transformations increase intra-class 
variability and improve the model's ability to generalize 
to unseen BCH images without altering the underlying 
pathological characteristics. 

 
Figure 1.  Distribution of BCH Images Across the Five Official BreakHis Folds and Corresponding Train–Test Partitions. 
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To ensure a reliable and unbiased evaluation, the 
official BreakHis fold partition protocol was adopted in 
this study. Figure 1 illustrates the five-fold evaluation 
protocol adopted in this study. The right panel shows 
the train–test partition for each evaluation round, where 
one-fold is used for testing and the remaining folds are 
used for training and validation. This confirms that all 
five official BreakHis folds were evaluated and the final 
performance was reported as the average across the five 
evaluation rounds, reducing selection bias and 
improving result reliability. 

2.2 Overview of the Proposed MSFF Architecture 

The proposed Multi-Stage Feature Fusion (MSFF) 
architecture integrates three parallel feature extraction 
branches for BCH classification, as shown in Figure 2. 
The EfficientNetV2-B0 branch extracts high-level 
semantic representations, the CNN local texture branch 
captures fine-grained spatial and texture patterns, and 
the Vision Transformer branch models global 
contextual dependencies through self-attention. 

 
Figure 2. Proposed Multi-Stage Feature Fusion Architecture for Breast Cancer Histopathology Classification Integrating EfficientNetV2, a 

CNN-Based Neck, and a Vision Transformer.  

The feature vectors from the three branches are 
concatenated and further refined using an adaptive 
weight fusion module to form a unified representation. 
This fused representation is then passed to a fully 
connected classification layer with sigmoid activation 
for benign–malignant prediction. By explicitly 
combining semantic, local-texture, and global-context 
information, the proposed architecture is designed to 
improve discriminative capability and address the 
heterogeneous visual patterns of BCH images. 

2.3 EfficientNetV2-Based Semantic Feature Extraction 

EfficientNetV2-B0 is used as the semantic feature 
extraction branch due to its efficient compound scaling 
and strong representational capability. It extracts high-
level BCH features related to cellular density, glandular 
structure, and overall tissue morphology.  

These semantic features provide a compact 
representation of the input image, but they may not fully 

capture fine-grained local texture and long-range 
contextual relationships. Therefore, additional CNN 
and ViT branches are introduced to complement 
EfficientNetV2. 

2.4. CNN-Based Local Texture Feature Extraction 

An independent CNN local texture branch operates in 
parallel with the EfficientNetV2 branch to capture fine-
grained spatial and texture patterns. This branch uses 
stacked convolutional and pooling layers to refine local 
tissue details that are important for distinguishing 
benign and malignant BCH images.  

However, local texture information alone may be 
insufficient for robust class separation, motivating its 
integration with global context modelling. 

2.5 ViT-Based Global Context Modelling 

A lightweight ViT branch is incorporated to capture 
long-range contextual dependencies across image 
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patches. The input image is divided into fixed-size 
patches, embedded, and processed through transformer 
encoder layers with self-attention. This branch 
complements CNN-based local feature extraction by 

modelling broader tissue-level relationships. The 
detailed layer configuration of all branches is 
summarized in Table 6. 

Table 6. Detailed Layer Configuration and Functional Description of the Proposed Model. 

Level Block / Branch Layer / Operation Output 
Shape Functional Description 

0 Input BCH Image (128×128×3) (128,128,3) RGB histopathology image 

1A EfficientNetV2-B0 Semantic 
Feature Branch 

Data Augmentation → 
EfficientNetV2-B0 Backbone 

(4,4,1280) Extracts high-level semantic 
representations 

2A 
 

GAP → BatchNorm → 
Dense(256) 

(256,) Generates semantic feature vector A 

1B CNN Local Texture Feature 
Branch 

Conv64 → Conv64 → MaxPool (14,14,64) Captures local texture patterns 

2B 
 

Conv128 → Conv128 → MaxPool (5,5,128) Refines local texture representations 
3B 

 
Flatten (3200,) Produces local texture feature vector B 

1C Vision Transformer Global 
Context Branch 

Patchify + Embedding (64,256) Converts image patches into token 
embeddings 

2C 
 

Transformer Encoder ×4 (64,256) Models global contextual dependencies 
3C 

 
Token Pooling (256,) Produces global context feature vector C 

4 Feature Fusion Layer Concatenate(A,B,C) → Adaptive 
Weight Fusion 

(3712,) Fuses semantic, local texture, and global 
contextual representations 

5 Classification Layer Dense(1) + Sigmoid (1,) Produces benign/malignant prediction 

2.6 Adaptive Multi-Stage Feature Fusion Strategy 

To overcome the limitations, this study proposes a 
Multi-Stage Feature Fusion Model that integrates 
EfficientNetV2, a Convolutional Neck Section, and 
Vision Transformer (ViT) to enhance BCH 
classification accuracy. The input BCH image 𝑋𝑋 ∈
ℝ𝐻𝐻×𝑊𝑊×𝐶𝐶  undergoes basic preprocessing and data 
augmentation before being fed into the EfficientNetV2-
B0 backbone. EfficientNetV2-B0 serves as the primary 
bottleneck for extracting high-level semantic 
representations using compound scaling, enabling 
efficient feature learning with reduced computational 
cost. The feature extraction process can be formulated 
as shown in Equation 1. 

𝐹𝐹𝑠𝑠 = 𝜙𝜙EffNet(𝑋𝑋)                (1) 

𝜙𝜙”𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸”  (⋅) denotes the EfficientNetV2 feature 
extractor and 𝐹𝐹𝑠𝑠 represents the resulting semantic 
feature map. This process consists of convolution, 
normalization, and nonlinear activation operations as 
shown in Equation 2. 

𝐹𝐹𝑠𝑠 = 𝜎𝜎(𝑊𝑊 ∗ 𝑋𝑋 + 𝑏𝑏)              (2) 

Where 𝑊𝑊 is the convolution kernel, ∗ denotes 
convolution, 𝑏𝑏 is the bias term, and 𝜎𝜎(⋅) represents the 
activation function (Swish). To enhance local and 
boundary-aware representations, in parallel with the 
EfficientNetV2 semantic feature branch, an 
independent CNN-based local texture branch is 
employed to capture fine-grained spatial and texture 
information. This branch applies stacked convolutional 
and max-pooling operations directly to the input image 
to preserve local discriminative patterns relevant to 
BCH classification. This neck applies stacked 
convolutional and max-pooling layers directly on the 
feature maps to preserve spatial structure while 
emphasizing discriminative local patterns. The refined 

local feature representation is expressed as shown in 
Equation 3. 

𝐹𝐹𝑙𝑙 = 𝜙𝜙CNN(𝑋𝑋) (3) 

𝜙𝜙”𝐶𝐶𝐶𝐶𝐶𝐶”  (⋅) denotes the convolutional and pooling 
operations in the neck section. The convolution and 
pooling operations are defined as shown in Equations 4 
and  5. 

𝐹𝐹𝑙𝑙 = 𝜎𝜎(𝑊𝑊𝑙𝑙 ∗ X + 𝑏𝑏𝑙𝑙)               (4) 

𝐹𝐹𝑙𝑙 = MaxPool(𝐹𝐹𝑙𝑙)               (5) 

Flattening is applied only after the CNN local texture 
branch processing to convert spatial feature maps into a 
vector representation suitable for fusion. In parallel, the 
input image is processed by a Vision Transformer to 
capture long-range contextual dependencies. The image 
is divided into non-overlapping patches, each of which 
is linearly projected into an embedding space as shown 
in Equation 6. 

𝑧𝑧𝑖𝑖 = 𝑋𝑋𝑖𝑖𝐸𝐸 + 𝑏𝑏                (6) 

𝑋𝑋𝑖𝑖 denotes the 𝑖𝑖-the image patch, 𝐸𝐸 is the learnable 
projection matrix, and 𝑧𝑧𝑖𝑖 represents the patch 
embedding. Positional embeddings are added before 
passing the tokens through transformer encoder layers 
utilizing multi-head self-attention, as shown in 
Equation 7. 

Attention(𝑄𝑄,𝐾𝐾,𝑉𝑉) = softmax �𝑄𝑄𝐾𝐾
𝑇𝑇

�𝑑𝑑𝑘𝑘
� 𝑉𝑉            (7)  

The final global contextual representation is obtained as 
shown in Equation 8. 

𝐹𝐹𝑔𝑔 = 𝑇𝑇(𝑧𝑧)               (8) 

𝑇𝑇(⋅) denotes the transformer encoding process. The 
semantic (𝐹𝐹𝑠𝑠), local (𝐹𝐹𝑙𝑙), and global (𝐹𝐹𝑔𝑔) feature vectors 
are fused to form a unified representation as shown in 
Equation 9. In the implemented MSFF model, the 
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semantic, local, and global feature vectors are fused 
through feature concatenation followed by adaptive 
weighting. First, the three feature vectors are 
concatenated to preserve complementary semantic, 
spatial, and contextual information. 

𝐹𝐹 = �𝐹𝐹𝑠𝑠 ∥ 𝐹𝐹𝑙𝑙 ∥ 𝐹𝐹𝑔𝑔�               (9) 

The concatenated representation is then refined using an 
adaptive weighting mechanism to emphasize more 
informative feature dimensions before classification as 
shown in Equation 10. 

𝐹𝐹 = 𝛼𝛼𝐹𝐹𝑠𝑠|| 𝛽𝛽𝐹𝐹𝑙𝑙|| 𝛾𝛾𝐹𝐹𝑔𝑔            (10) 

The learnable weights 𝛼𝛼,𝛽𝛽, 𝛾𝛾 are normalized via 
softmax as shown in Equation 11. 

[𝛼𝛼,𝛽𝛽, 𝛾𝛾] = softmax �𝑊𝑊𝑎𝑎 ∗ �𝐹𝐹𝑠𝑠 ∥ 𝐹𝐹𝑙𝑙 ∥ 𝐹𝐹𝑔𝑔� + 𝑏𝑏𝑎𝑎�       (11) 

The adaptive weighting mechanism operates at the 
branch level, where 𝛼𝛼, 𝛽𝛽, and 𝛾𝛾 represent learnable 
importance coefficients assigned to the semantic, local 
texture, and global contextual branches, respectively. 
The fused feature representation 𝐹𝐹 is passed to a fully 
connected classification layer with Sigmoid activation 
to predict class probabilities as shown in Equation 12. 

𝑦𝑦� = Sigmoid(𝑊𝑊𝑐𝑐 ∗  𝐹𝐹 + 𝑏𝑏𝑐𝑐)            (12) 

𝑊𝑊𝑐𝑐 denotes the weight matrix of the classification layer, 
𝑏𝑏𝑐𝑐 is the bias term, and Sigmoid converts the fused 
representation into a probability score for binary BCH 
classification. The trained model is ready to predict 
unseen data and evaluate classification performance. 
The proposed architecture integrates complementary 
semantic, spatial, and contextual features through 
multi-branch fusion. EfficientNetV2-B0 extracts high-
level semantic representations, while the CNN local 
texture branch refines spatial and boundary-aware 
features for distinguishing benign and malignant 
tissues. In parallel, the Vision Transformer captures 
long-range contextual relationships through self-
attention. The branch outputs are concatenated and 
adaptively reweighted, producing a unified embedding 
that enhances discriminative capability and learning 
stability. 

2.7 Training and Evaluation Protocol 

To ensure a fair comparison among all model variants, 
a unified training protocol was employed. The 
experiments used the official five-fold BreakHis 
partition. In each evaluation round, one-fold was used 
as the test set, while the remaining folds were used for 

training and validation. This procedure was repeated 
across all five folds, and the final results were reported 
as the average performance across the five evaluation 
rounds. Data augmentation was applied only to the 
training images, while the corresponding test set 
remained unchanged.  

Model performance was evaluated using multiple 
complementary metrics, including Accuracy, Precision, 
Recall, F1-score, Sensitivity, Specificity, Matthews 
Correlation Coefficient (MCC), and ROC-AUC. 
Accuracy and F1-score were used to assess overall 
classification performance, while ROC-AUC was 
employed to evaluate threshold-independent class 
separability. To provide a more detailed analysis of 
classification behaviour, confusion-matrix-based 
metrics, including True Positive Rate (TPR), False 
Positive Rate (FPR), True Negative Rate (TNR), and 
False Negative Rate (FNR), were also reported. In 
addition, qualitative prediction analysis was conducted 
to examine correctly classified and misclassified BCH 
samples across different tissue patterns and 
magnification levels. 

2.8 Reproducibility 

To ensure reproducibility, all experiments were 
implemented using Python with TensorFlow/Keras. 
Input BCH images were resized to 128×128 pixels and 
processed using a batch size of 28. All models were 
trained for a maximum of 25 epochs using the Adam 
optimizer with an initial learning rate of 0.001 and 
binary cross-entropy loss.  

Early stopping with a patience of five epochs and 
learning-rate reduction on plateau were applied during 
training. A fixed random seed of 51432 was used for 
Python, NumPy, and TensorFlow operations. The 
classification head used dropout rates of 0.4, 0.3, and 
0.2. Training and evaluation were conducted using 
Google Colab equipped with an NVIDIA A100 GPU 
(40 GB VRAM). 

3. Results and Discussions 

3.1 Overall Performance of the Proposed Model 

This subsection presents the overall classification 
performance of the proposed MSFF model on the 
BreakHis dataset. As shown in Table 7, MSFF achieved 
the best-balanced performance among all evaluated 
variants, with 93.04% accuracy, 93.08% precision, 
92.69% recall, 92.89% F1-score, and 0.9303 AUC. 

Table 7. Ablation Study 

Model Variant Acc. Pre. Recall F1 AUC Key Finding 
C: CNN-only 83.93 89.26 87.84 88.54 0.8167 Strong local texture modelling; limited global context. 
V: ViT-only 70.72 70.72 100.00 82.85 0.7847 High sensitivity; poor class balance and specificity. 
C+V: CNN+ViT 85.40 89.01 90.54 89.77 0.8238 Local–global fusion improves overall performance. 
E:EfficientNetV2 82.71 85.00 89.47 87.18 0.8953 Strong semantic representation, baseline performance. 
E+C  82.86 80.95 89.47 85.00 0.8204 Local refinement but limited performance gain. 
E+V  90.97 75.00 78.95 76.92 0.9587 Highest AUC and strong global separability. 
MSFF  93.04 93.08 92.69 92.89 0.9303 Best balanced performance through semantic, local, and global 

feature fusion. 
*E = baseline; E+C = baseline + CNN local texture branch; E+V = baseline + Vision Transformer; MSFF = Multi-Stage Feature Fusion. 
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Table 7 confirms the complementary roles of the three 
branches. CNN-only showed strong precision and F1-
score but lower AUC, while ViT-only achieved perfect 

sensitivity but poor class balance. CNN+ViT improved 
performance, whereas E+C provided marginal gains 
and E+V achieved the highest AUC. 

Table 8. Diagnostic Metrics Table per Model Variant 

Model Variant Sen. Spe. FPR FNR Bal. Acc. MCC Diagnostic Interpretation 
CNN-only 87.84 74.56 25.44 12.16 81.20 0.6221 Good balance between sensitivity and specificity. 
ViT-only 100.00 0.00 100.00 0.00 50.00 0.0000 Detects positives but poorly distinguishes negatives. 
CNN+ViT 90.54 73.08 26.92 9.46 81.81 0.6463 Improved balance through local–global fusion. 
E 89.47 66.67 33.33 10.53 78.07 0.5804 Strong sensitivity but moderate specificity. 
E+C 89.47 55.56 44.44 10.53 72.51 0.4857 Increased false positives reduce diagnostic reliability. 
E+V 78.95 44.44 55.56 21.05 61.70 0.2418 High separability; weak classification balance. 
MSFF 92.69 93.37 6.63 7.31 93.03 0.8607 Best diagnostic reliability, sensitivity–specificity balance. 

Overall, MSFF achieved the best accuracy, precision, 
recall, and F1-score through complementary semantic, 
local, and global features. Table 8 further supports this 
finding, with MSFF achieving the highest balanced 
accuracy (93.03%) and MCC (0.8607), and the lowest 
FPR (6.63%) and FNR (7.31%). Overall, these results 
demonstrate that MSFF improves classification 
performance and diagnostic reliability through 
complementary multi-branch feature fusion. 

3.2 Ablation Study on Multi-Stage Feature Fusion 

Figure 3 shows stable learning behaviour of the 
EfficientNetV2 baseline, with training and validation 
accuracy converging around 82–83% and smoothly 
decreasing loss curves, indicating reasonable 
generalization without severe overfitting. However, its 
moderate convergence suggests limited discriminative 
capability beyond local texture features.  

 
(a) 

 
(b) 

Figure 3. (a) Training and Validation Accuracy, (b) Loss Curves of 
the EfficientNetV2 Baseline Model. 

 
(a) 

 
(b) 

Figure 4. (a) Training and Validation Accuracy, (b) Loss Curves of 
the EfficientNetV2 with CNN local texture branch. 

Figure 4 shows that adding the CNN local texture 
branch results in a learning pattern similar to that of the 
baseline model, with training and validation accuracy 
converging at nearly the same level. The loss curves 
exhibit mild fluctuations, suggesting slightly higher 
optimization sensitivity due to the additional 
convolutional refinement layers. Although this variant 
preserves high recall and improves local feature 
aggregation, the limited gain in convergence level and 
lower AUC indicate that local enhancement alone does 
not substantially improve overall class separability. 

Table 9 further shows that MSFF achieved the highest 
validation accuracy (90.97%), lowest validation loss 
(0.2528), and a small train–validation gap (-0.79%), 
indicating stable convergence with limited overfitting. 
Although ViT-only showed the lowest validation-loss 
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variation, its low validation accuracy and poor class 
balance limited its standalone reliability. Overall, 
MSFF provided the best combination of validation 

performance, convergence stability, and diagnostic 
robustness. 
 

Table 9. Training Stability 

Model Best Acc. 
(%) 

Final Acc. 
(%) 

Best 
Loss 

Best 
Epoch 

Train Acc. 
(%) 

T–V Gap 
(%) 

Loss 
SD Interpretation 

CNN-only 87.63 87.03 0.3577 19 86.82 -0.21 0.0264 ↑ Local, ↓ Global 
ViT-only 67.36 67.36 0.5895 1 67.43 0.07 0.0055 ↑ Recall, ↓ Balance 
CNN+ViT 87.33 85.84 0.3875 10 86.18 0.33 0.0199 ↑ Local–global 
E 86.76 86.29 0.3586 22 83.00 -3.29 0.0103 ↑ Stable 
E+C 82.71 82.71 0.3909 10 82.28 -0.43 0.0117 ↑ Stable, ↓ Gain 
E+V 88.63 88.16 0.3137 21 86.80 -1.36 0.0137 ↑ Performance 
MSFF 90.97 89.10 0.2528 18 88.31 -0.79 0.0099 ↑ Best overall 

↑ = strength/improvement; ↓ = limitation; Acc. = validation accuracy unless otherwise specified; T–V Gap = final training accuracy − final 
validation accuracy; Loss SD = standard deviation of validation loss over the last five epochs 

 
(a) 

 
(b) 

Figure 5. (a) Training and Validation Accuracy, (b) Loss Curves of 
the EfficientNetV2 with Vision Transformer. 

Figure 5 shows stable convergence of the E+V model, 
with training and validation accuracy increasing 
steadily and remaining closely aligned, indicating 
limited overfitting. Both loss curves also decrease 
consistently with minor fluctuations. Consistent with 
Table 9, E+V achieved 88.63% best validation accuracy 
and 0.3137 validation loss, demonstrating good 
generalization from combined semantic and global 
contextual features. 

Figure 6 shows stable convergence of MSFF, with 
closely aligned training and validation accuracy and 
progressively decreasing losses, indicating good 
generalization and limited overfitting. 

 

 
(a) 

 
(b) 

Figure 6. (a) Training and Validation Accuracy, (b) Loss Curves of 
the Proposed Multi-Stage Feature Fusion Model. 

 
Figure 7. Comparative performance radar chart of model variants 
based on accuracy, precision, recall, F1-score, AUC, and MCC. 
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Figure 7 compares all variants across six metrics. MSFF 
shows the most balanced overall performance, while 
E+V achieves the highest AUC but lower precision, 
recall, F1-score, and MCC. MSFF consistently 
performs well across metrics, confirming the benefit of 
integrating semantic, local, and global features. In 
contrast, ViT-only shows poor MCC and balanced 
accuracy despite high recall, indicating biased 
malignant predictions. 

3.3 Effect of Multi-Stage Feature Fusion Mechanism 

Table 10 summarizes the relative improvements of 
MSFF over the ablation variants, highlighting the 
contribution of semantic, local-texture, and global-
context feature integration.  

Table 10. Relative improvement  

Comparison ΔAcc. 
(%) 

ΔPre. 
(%) 

ΔSen. 
(%) 

ΔF1 
(%) ΔAUC 

MSFF vs C 9.11 3.82 4.85 4.35 0.1136 
MSFF vs V 22.32 22.36 -7.31 10.04 0.1456 
MSFF vs C+V 7.64 4.07 2.15 3.12 0.1065 
MSFF vs E 10.33 8.08 3.22 5.71 0.0350 
MSFF vs E+C 10.18 12.13 3.22 7.89 0.1099 
MSFF vs E+V 2.07 18.08 13.74 15.97 -0.028 

MSFF improves most threshold-based metrics across 
all variants. The largest accuracy gain occurs over ViT-
only, while the largest F1-score gain is observed over 
E+V. Although E+V achieves a slightly higher AUC, 
MSFF provides better precision, sensitivity, and F1-
score, indicating more balanced classification. 

Table 11. Converged Adaptive Fusion Weights  

Fold α Efficient 
NetV2 β CNN γ ViT 

Fold 1 0.45 0.32 0.23 
Fold 2 0.35 0.40 0.25 
Fold 3 0.34 0.33 0.33 
Fold 4 0.38 0.27 0.35 
Fold 5 0.40 0.22 0.38 

Mean ± SD 0.384 ± 0.044 0.308 ± 0.068 0.308 ± 0.065 

Table 11 shows that EfficientNetV2 receives the 
highest mean fusion weight (α = 0.384 ± 0.044), while 
CNN (β = 0.308 ± 0.068) and ViT (γ = 0.308 ± 0.065) 
contribute comparably. This balanced distribution 
indicates that MSFF benefits from complementary 
semantic, local, and global features rather than a single 
dominant branch. 

Table 12. Summary of Learning Curve Characteristics of Model  

Model Trend Loss Trend Interpretation 
C Stable ↑ (~0.84–

0.88) 
Gradual ↓ Strong local, ↓ 

context 
V Stagnant (~0.67) Limited ↓ ↓ Balance 
C+V Stable ↑ (~0.85–

0.87) 
Gradual ↓ ↑ Local–global 

E Gradual ↑ 
(~0.82–0.86) 

Smooth ↓ Strong local, ↓ 
global 

E+C Baseline-like Mild 
fluctuation 

↑ Sensitivity, ↓ 
separation 

E+V Rapid ↑ (~0.90) Unstable → 
↓ 

↑ Global, sensitive 

MSFF Consistent ↑ 
(~0.89–0.91) 

Stable ↓ ↑ Balanced, robust 

 

Table 12 summarizes the learning behaviour of all 
variants. Single and partial-fusion models show 
limitations in contextual modelling, class balance, or 
stability, whereas MSFF achieves the highest consistent 
accuracy with smooth loss reduction, supporting the 
effectiveness of adaptive multi-stage fusion. 

3.4 Effect of Image Magnification on Classification 
Performance 

Tables 13 and 14 summarize MSFF performance across 
different magnification levels. As shown in Table 13, 
classification performance improves from 40× to 200× 
and declines at 400×. The highest performance is 
achieved at 200×, with 93.04% accuracy and 92.89% 
F1-score. To provide a clearer comparison, Table 14 
summarizes the ranking of each magnification level 
based on classification accuracy and F1-score. 

Table 13. Performance Across Different Magnification Level 

M Acc.(%) Pre. (%) Sen. (%) F1-Score (%) 
40× 82.14 90.00 85.71 87.80 
100× 85.71 90.00 90.00 90.00 
200× 93.04 93.08 92.69 92.89 
400× 71.43 80.95 80.95 80.95 

Table 14 confirms that 200× achieves the highest 
overall rank, providing the best balance between 
cellular detail and tissue context. Performance declines 
at 400×, likely due to greater texture similarity and 
reduced global context, consistent with the error 
analysis in Table 16. 

Table 14. Rank Across Different Magnification Levels 

M Rank by Acc Rank by F1 Mean (%) 
40× 3 3 86.41 
100× 2 2 88.93 
200× 1 1 92.93 
400× 4 4 78.57 

3.5 Confusion Matrix Analysis 

Figure 8 presents the MSFF confusion matrix at 200×, 
the best-performing magnification. The model correctly 
classified 465 benign and 444 malignant samples, with 
33 false positives and 35 false negatives, indicating 
balanced class recognition.  

 
Figure 8. Confusion matrix of the proposed MSFF 

The corresponding quantitative metrics are summarized 
in Table 15, where the proposed model achieved 
93.04% accuracy, 92.69% sensitivity, 93.37% 
specificity, and 93.08% precision.  
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Table 15. Classification Performance of Proposed MSFF Model 

Evaluation Metric Result (%) 
Accuracy 93.040 
Recall / True Positive Rate (TPR) 92.693 
Specificity / True Negative Rate (TNR) 93.373 
Precision 93.082 
False Positive Rate (FPR)  6.627 
False Negative Rate (FNR) 7.307 

3.6 Qualitative Analysis and Error Inspection 

This analysis aims to investigate representative 
misclassified cases and identify possible factors 
contributing to prediction errors in challenging BCH 
samples. 

Table 16. Representative Misclassified BCH Samples  

ID TL PL M Reason 
S-01 Malignant Benign 400× Texture similarity 
S-02 Benign Malignant 200× Staining variation 

*ID: sample-ID, TL: True Label, PL: Predicted Label, M: 
Magnification. 

Table 16 summarizes representative errors, linking 
400× errors to texture similarity and reduced global 

context, and 200× errors to staining variation, 
supporting the superior balance at 200×.  

3.7 Comparative Benchmarking  

MSFF is compared with recent BCH methods using 
common evaluation metrics. Due to differing 
experimental settings, the results serve as performance 
references.  

Table 17 summarizes the comparison, while Figure 9 
compares accuracy. Figure 9 shows that MSFF achieves 
the highest accuracy (93.04%) among the compared 
BCH methods, supporting the effectiveness of 
semantic, local-texture, and global-context fusion.  

Figure 10 presents representative predictions, with 
correct cases shown in green and errors in red. 
Misclassifications mainly occur in morphologically 
ambiguous samples, including dense stromal regions, 
irregular glandular structures, staining variations, and 
uniform malignant textures. Overall, most samples are 
correctly classified, indicating effective local and global 
feature learning. 

Table 17. The Benchmarking of BCH Classification Using Deep Learning  

Model Dataset Accuracy Precision Recall F1-Score AUC Augmentation 
U-Net [11] BreakHis 88% 87% 89% 88% 0.93 Rotation, Cropping 
VGG16 [40] BreakHis 90% 89% 91% 90% 0.94 Random Flip 
ResNet50[45] BreakHis 91.00% 90.00% 90.00% 90% 0.92 Random Rotation, Noise 
DarkNet[45] BreakHis 89% 88% 90% 89% 0.91 Random Shift 
LeNet[45] BreakHis 85% 84% 86% 85% 0.88 None 
EfficientNet[45] BreakHis 92% 91% 90% 90.50% 0.95 Random Rotation, Shifting 
ViT [43] BreakHis 91.50% 90% 92% 91% 0.94 Random Flipping, Cropping 
Our Model BreakHis 93.04% 93.08% 92.69% 92.89% 0.9303 Rotation, Shifting, Flipping 

 
Figure 9. Line Chart of Multi-Stage Feature Fusion Model for BCH Classification  

  

Figure 10. Qualitative Visualization of Classification Results Produced by the Proposed Multi-Stage Feature Fusion Model on Representative 
BCH Test Samples. 
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4. Conclusions 

The proposed MSFF model effectively integrates 
semantic, local-texture, and global-context features for 
BCH classification. On BreakHis at 200× 
magnification, MSFF achieved 93.04% accuracy, 
93.08% precision, 92.69% recall, 92.89% F1-score, and 
0.9303 AUC. Ablation results confirm the 
complementary contribution of the three branches, 
while augmentation and five-fold evaluation support 
model robustness and generalization. These findings 
demonstrate the potential of MSFF for computer-aided 
breast cancer diagnosis. Future work will explore color 
normalization, domain adaptation, and advanced 
transformer-based learning to improve cross-dataset 
robustness. 
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