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Abstract 

Pulmonary tuberculosis (TB) remains a major public health challenge, especially in developing countries where early and 
accurate diagnosis is critical. Although deep learning models have shown promising performance in TB detection using chest 
X-ray (CXR) images, most studies rely on large-scale public datasets that may not adequately represent the variability and 
limitations of real-world clinical data. This study aimed to evaluate the robustness and generalization capabilities of the CNN-
VGG19 architecture when applied to small-scale clinical datasets. The dataset consisted of 434 CXR images collected from 
Haji Makassar Hospital, Indonesia, and categorized into tuberculosis, pleural effusion, and normal classes. A transfer learning 
approach was applied, and model performance was evaluated using analyses of accuracy, precision, recall, F1 score, and 
confusion matrices, with comparisons to ResNet50 and InceptionV3 under identical experimental conditions. The results 
showed that CNN-VGG19 achieved an accuracy of 0.8807 and a macro F1 score of 0.8800, outperforming the comparative 
models. These findings suggest that CNN-VGG19 provides stable performance in a data-constrained environment and highlight 
the impact of class overlap on classification performance. 
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1. Introduction  

Tuberculosis (TB), a highly infectious disease, remains 
a major public health challenge worldwide, particularly 
in low- and middle-income countries such as Indonesia 
[1]. Timely and accurate detection is essential to curb 
transmission and improve patient outcomes. For initial 
screening, chest X-ray (CXR) imaging is widely used 
because of its accessibility, rapid image acquisition, and 
relatively low cost compared with computed 
tomography (CT) and molecular testing. However, 
interpreting CXR images demands substantial 
radiological expertise. Differences in imaging 
equipment and exposure settings can affect image 
quality, while overlapping pulmonary abnormalities 
can further complicate interpretation [2].  

Developments in deep learning have highlighted the 
considerable potential of convolutional neural networks 
(CNNs) for automated TB detection using CXR images. 

Rather than relying solely on manually designed 
features, CNNs learn hierarchical representations of 
radiographic images through successive processing 
layers. Early layers extract basic visual features, 
including edges and textures, while deeper layers 
integrate these features into increasingly complex 
patterns relevant to classification. Previous studies have 
demonstrated that CNN-based methods can achieve 
better diagnostic performance than conventional 
approaches [3], [4]. These capabilities have encouraged 
the application of deep learning to CXR analysis and 
reflect the growing role of artificial intelligence in 
computer-aided diagnosis (CAD) systems for TB 
screening [5].  

Despite these advances, most existing studies rely 
heavily on publicly available datasets such as 
Montgomery, Shenzhen, and Kaggle [6]. These datasets 
are generally curated under relatively controlled 
conditions, resulting in more consistent image quality 
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and limited variability. In contrast, real-world clinical 
datasets often exhibit substantial heterogeneity in terms 
of contrast, noise levels, imaging artefacts, acquisition 
protocols, and patient conditions. Such variability may 
significantly affect model generalization and robustness 
when deployed in clinical practice. This discrepancy 
raises concerns regarding the applicability of models 
trained on public datasets to real clinical environments, 
particularly in developing countries such as Indonesia, 
where variations in radiological data are more 
pronounced [1], [6].    

In the Indonesian context, studies specifically 
investigating the performance of deep learning models 
on localized hospital-based datasets remain limited. 
Clinical datasets collected from single institutions can 
better reflect real diagnostic conditions, including 
variations in imaging equipment, patient demographics, 
and disease manifestations. However, these datasets are 
typically limited in size, which introduces challenges 
related to overfitting and model stability. To address 
this limitation, transfer learning has been widely 
adopted as an effective approach to leverage knowledge 
from large-scale datasets and improve performance on 
smaller medical datasets [7]. 

Although more recent architectures, such as Vision 
Transformers and attention-based CNN models, have 
shown promising results in medical image analysis, 
their effectiveness often depends on access to large-
scale datasets and substantial computational resources. 
In scenarios where data are limited and computational 
efficiency is required, classical architectures such as 
VGG19 remain relevant due to their relatively simple 
structures and stable feature-extraction capabilities. 
Previous studies have reported that VGG19, when 
combined with transfer learning, can achieve 
competitive performance in various medical imaging 
tasks, including TB detection and multi-class lung 
disease classification [7], [8]. 

Based on these considerations, this study evaluates the 
performance of a CNN-VGG19 model on a localized 
clinical dataset collected at Haji Makassar Hospital, 
Indonesia. Unlike prior studies that primarily rely on 
public datasets, this research emphasizes real-world 
variability in radiological data and examines its 
influence on model performance. In addition, a 
comparative evaluation with ResNet50 and 
InceptionV3 is conducted under identical experimental 
conditions to ensure a fair and objective assessment. 
The contribution of this study lies in providing 
empirical evidence regarding the performance and 
stability of CNN-VGG19 on a small-scale, real-world 
clinical dataset, while supporting the development of 
practical and reliable computer-aided diagnosis (CAD) 
systems for TB screening in healthcare environments 
with limited resources. 

2. Methods 

2.1 Research Framework 

This study employed a structured experimental 
framework to support reproducibility, methodological 
clarity, and clinical relevance in developing an 
automated system for pulmonary tuberculosis 
detection. The framework combines data-driven 
modelling with radiological diagnostic workflows 
through a sequence of stages comprising retrospective 
clinical data acquisition, preprocessing, model 
development, and performance evaluation. 

This structured design enables a transparent assessment 
of model behaviour while minimizing potential bias 
during data preparation and training processes. 
Furthermore, the framework is intended to reflect real-
world clinical scenarios, where models are trained on 
available historical data and evaluated on unseen cases, 
thereby supporting practical deployment 
considerations. 

2.2 Data Collection 

The dataset used in this study was obtained from the 
Department of Radiology at Haji Makassar Hospital, 
Indonesia. It consists of 434 chest X-ray (CXR) images 
categorized into three classes: tuberculosis (TB) (n = 
160), pleural effusion (EP) (n = 160), and normal (n = 
114). TB cases were clinically confirmed by 
bacteriological examinations, such as GeneXpert, and 
correlated with radiological findings, while normal 
cases were selected from patients without significant 
lung abnormalities based on radiological interpretation. 
The pleural effusion class encompasses non-TB 
conditions that may exhibit radiographic features 
similar to TB, thereby complicating classification. 

All images were originally stored in DICOM format 
and exported in anonymized form to preserve patient 
confidentiality. The dataset reflects real-world clinical 
variability, including differences in image quality, 
acquisition protocols, and potential radiographic 
artefacts. Although the dataset size is relatively limited, 
this condition is representative of practical constraints 
in single-institution clinical settings. The class 
distribution shows a moderate imbalance, particularly 
in the normal category, which contains fewer samples. 
However, this distribution mirrors real clinical 
conditions and is therefore retained to maintain 
ecological validity in model evaluation [8], [9]. 

2.3 CNN-VGG19 Architecture 

This study presents a CNN-VGG19 model that 
incorporates transfer learning to effectively extract 
characteristic features from chest X-ray (CXR) images. 
The backbone is VGG19 pretrained on ImageNet, 
selected for its ability to learn stable, hierarchical 
feature representations, particularly in medical imaging 
settings with limited data  [10], [11]. 
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Figure 1. Research framework for tuberculosis detection system in the lungs based on CNN-VGG19 

The workflow shown in Figure 1 outlines the stages of 
CXR classification using CNN-VGG19. A total of 434 
images were obtained from Haji Makassar Hospital, 
comprising 160 tuberculosis, 114 normal, and 160 
pleural effusion images. To standardize the inputs and 
improve the visibility of radiographic structures, 
preprocessing included conversion to grayscale, 
contrast enhancement with Contrast Limited Adaptive 
Histogram Equalisation (CLAHE), resizing to 224 × 
224 pixels, and normalization. Random rotations, 
horizontal flips, and zooming were used for data 

augmentation to introduce greater variation into the 
training data and reduce the risk of overfitting. Through 
transfer learning, the ImageNet-pretrained VGG19 
network was adapted to classify images into the three 
categories. Performance was evaluated using accuracy, 
precision, recall, and F1-score, with comparisons 
against ResNet50 and InceptionV3 conducted under the 
same experimental conditions. The deployment stage 
refers to the model’s planned future use in screening 
support; it does not indicate that the model has already 
been implemented in clinical practice.

 

Figure 2. The CNN-VGG19 framework developed, aimed at the categorization of chest X-ray images (CXR), separates them into three 
different categories: tuberculosis (TB), normal, and pleural effusion 

As depicted in Figure 2, a pre-processed chest X-ray 
(CXR) image, measuring 224 × 224 × 3, is fed into the 
VGG19 model configured with include_top = False. 
This arrangement ensures that only five convolution 
blocks, each consisting of 3 × 3 convolutions followed 
by max-pooling 2 × 2, serve as a feature extraction 
mechanism. To reduce the number of parameters and 
address the overfitting issues common in limited 
medical image datasets, the built-in fully connected 
layer of VGG19 was eliminated. Furthermore, the 
feature map generated by the backbone, measuring 7 × 
7 × 512, is compressed through Global Average Pooling 
2D, resulting in a feature vector with 512 dimensions. 

Furthermore, the feature vectors were analyzed through 
the classification head, which included a Dense 512 
layer (ReLU) paired with Dropout 0.5, a Dense layer 
256 (ReLU) combined with Dropout 0.3, an additional 

Dropout layer at 0.2, and a SoftMax output layer 
consisting of three neurons to distinguish tuberculosis 
(TB), normal cases, and pleural effusion. The relatively 
sleek design of the classification head architecture seeks 
to balance the model's complexity and generalization 
capacity. This architecture has been used in a variety of 
studies related to the classification of convolutional 
neural networks (CNN)-based chest x-rays (CXRs) [8], 
[12]. 

At the training stage, the weight of most of the VGG19 
convolutional layers is frozen first, while the 
classification head is fully trained. Next, some of the 
upper convolution blocks are unfrozen and fine-tuned 
with a small learning rate to match the features to the 
characteristics of the local CXR image [10], [13]. This 
gradual transfer learning strategy effectively improves 
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model generalization while reducing overfitting to 
limited medical data. 

This training strategy is particularly suitable for small-
scale clinical datasets, as it helps prevent overfitting 
while preserving the ability of the model to adapt to 
domain-specific characteristics. 

2.4 Confusion Matrix 

The dataset comprised 434 images, including 160 
tuberculosis (TB), 160 pleural effusion (EP), and 114 
normal images. Stratified partitioning was used to 
allocate the images to training, validation, and test 
subsets while preserving the class proportions. This 
stratified training–validation–test design was adopted to 
reflect conditions in which a model is developed using 
historical data and subsequently evaluated on unseen 
cases. Although k-fold cross-validation is widely 
recommended for small datasets to strengthen 
robustness and reduce variability in performance 
estimates, a fixed data partition was retained in this 
study to provide a consistent basis for comparing 
different model architectures. Future work will 
incorporate k-fold cross-validation to examine model 
stability and generalisation performance more 
thoroughly. Model performance was assessed using 
accuracy, precision, recall, and F1-score, which are 
established evaluation metrics in medical image 
classification [14], [15]. These metrics were calculated 
from the confusion matrix, which summarises correct 
and incorrect predictions through true-positive (TP), 
true-negative (TN), false-positive (FP), and false-
negative (FN) counts. For the multiclass task, a one-
versus-all approach was applied: each class was 
considered positive in turn, with the remaining classes 
grouped as negative. This procedure provided a 
consistent basis for evaluating all categories. The 
corresponding calculations are presented in Equations 
1–4. 

Accuracy =  TP + TN
TP + FP +TN+FN 

              (1) 

Precision = TP
TP + FP 

               (2) 

Recall =  TP
TP+FN

                (3) 

F1 − Score =  2 ×  Precision × Recall
Precision + Recall

             (4) 

Through the integration of these metrics, the 
performance of the system can be evaluated more 
comprehensively, not only in terms of overall accuracy 
but also in its ability to correctly identify tuberculosis 
cases and reduce misclassification among categories 
with similar radiographic characteristics [8], [16]. 
Additionally, when multiple performance metrics are 
considered simultaneously, a structured evaluation 
approach can support more systematic and objective 
decision-making. 

2.5 Comparative Model 

To provide an objective assessment of the efficacy of 
the main CNN-VGG19 model, the study combined two 

recognized benchmark architectures: ResNet50 and 
InceptionV3 [17], [18]. These comparative models 
were developed, trained, and evaluated under identical 
experimental settings using the same chest X-ray 
(CXR) dataset. In addition, consistent pre-processing 
techniques, data partitioning methods, and evaluation 
metrics were applied to ensure fair and unbiased 
performance comparisons. Among the evaluated 
architectures, ResNet50 was utilized as a comparative 
model because of its deep residual learning architecture, 
which employs skip connections to maintain stable 
gradient propagation during the training process. Like 
other Convolutional Neural Network (CNN)-based 
approaches, ResNet50 can perform effective feature 
extraction and learn complex image representations for 
classification tasks. Previous studies have demonstrated 
that CNN architectures achieve strong performance in 
various image classification applications, including 
medical image analysis, making ResNet50 an 
appropriate benchmark model for comparison with 
VGG19 in terms of network depth and feature 
extraction capability [19-21].  

The InceptionV3 architecture was selected due to its 
distinctive multi-path convolutional structure, which 
incorporates kernels of different sizes within a cohesive 
module. This design enables the concurrent extraction 
of both fine-grained local features and broader, more 
comprehensive features. Empirical evidence indicates 
that InceptionV3 achieves superior performance 
metrics while effectively balancing accuracy with 
computational efficiency [22]. Consequently, it serves 
as an appropriate benchmark for evaluating the 
comparative performance of CNN-VGG19 when 
applied to the same Chest X-Ray (CXR) dataset. 

3. Results and Discussions 

3.1 Image Pre-processing 

The image pre-processing stage was applied to 
standardize the quality of chest X-ray (CXR) images 
before they were used as input data for the CNN-
VGG19 model [23]. This standardization aims to 
reduce non-diagnostic differences arising from 
variations in imaging equipment, lighting settings, and 
image artefacts, thereby ensuring that extracted features 
more accurately reflect the pathological attributes of 
lung tissue. 

As depicted in Figure 3, the CXR image undergoes an 
initial transformation into a grayscale representation, 
then undergoes local contrast augmentation using 
Contrast-Limited Adaptive Histogram Equalisation 
(CLAHE), with the aim of highlighting lung structure 
and anatomical boundaries. Next, the image is scaled to 
224 × 224 pixels, transformed into a three-channel 
configuration, and normalized in intensity before the 
training process. Overall, this pre-processing improves 
the visibility of lung structures without over-amplifying 
artefacts, encouraging stronger feature extraction, more 
uniform feature depictions, and improved model 
adaptability to clinical evaluation datasets. 
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Figure 3. Chest X-ray (CXR) image pre-processing pipeline that includes grayscale conversion

3.2 Model Performance 

The CNN-VGG19 model was evaluated on a test set 
comprising 109 chest X-ray (CXR) images: 40 pleural 
effusion (EP), 40 tuberculosis (TB), and 29 normal 
cases. Its multiclass classification performance was 
quantified using accuracy, precision, recall, and F1-
score. Detailed evaluation results are provided in Table 
1. 

Table 1. Performance Of The CNN-VGG19 Model 

Classes Precision Recall F1-Score 
EP 0.9459 0.8750 0.9091 
Normal 0.8387 0.8966 0.8667 
TB 0.8537 0.8750 0.8642 
Accuracy: 0.8807 
Macro avg 0.8794 0.8822 0.8800 
Weighted avg 0.8835 0.8807 0.8813 

Table 1 shows that the proposed CNN-VGG19 model 
achieved an overall accuracy of 0.8807 and a macro-
average F1-score of 0.8800, indicating balanced 
classification performance across all categories. The 
weighted-average scores were also comparable to the 
macro-average values, suggesting that the moderate 

class imbalance did not significantly affect the overall 
model performance [11], [24]. 

Among the evaluated classes, pleural effusion achieved 
the highest precision (0.9459) and F1-score (0.9091), 
while the normal class obtained the highest recall value 
(0.8966). For tuberculosis detection, the model 
achieved a precision of 0.8537 and a recall of 0.8750, 
demonstrating stable performance despite the 
radiographic overlap between TB and other thoracic 
abnormalities. Overall, the results indicate that CNN-
VGG19 provides reliable performance for multi-class 
pulmonary disease classification using a localized 
clinical dataset [15], [25], [26]. 

3.3 Evaluation of Result 

The confusion matrix enables a thorough evaluation of 
the CNN-VGG19 model's efficacy by revealing the 
distribution of accurate and incorrect predictions across 
distinct categories. This examination proves 
instrumental in identifying classification errors that 
might be overlooked when relying exclusively on 
aggregate metrics. Figure 4 presents the confusion 
matrix, depicted in raw counts, for the standard 
configurations of the EP, normal, and TB classes. 

 
Figure 4. Confusion matrix and normalized confusion matrix model CNN-VGG19

The model shows an overall accuracy of 0.8807, as 
illustrated in Figure 4. In the context of pleural effusion 
(EP), 35 of the 40 images were accurately categorized 
(recall = 0.875), while the rest were erroneously 
classified as TB (n = 4) or normal (n = 1). The normal 
class also showed stable performance, with 26 of 29 
images correctly identified (recall = 0.8966); 
misclassifications were limited to EP (n = 1) and TB (n 
= 2). In the TB class, 35 of 40 images were correctly 
classified (recall = 0.875), whereas a small number 
were predicted as normal (n = 4) or EP (n = 1). Overall, 

the dominant errors occur between classes with 
overlapping radiographic characteristics, particularly 
TB versus EP and TB versus normal, which is 
consistent with challenges in CXR-based TB 
recognition, especially for subtle manifestations or 
lower-contrast findings [9]. 

3.4 Loss and Accuracy Curve 

Figure 5 illustrates the learning dynamics of the CNN-
VGG19 model by presenting the accuracy and loss 
metric trajectories for the training and validation dataset 
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in two different phases of the training process: (i) the 
preliminary transfer learning stage in which the VGG19 
backbone remains frozen, and (ii) the enhancement 
stage that focuses on the top layer. Vertical dotted lines 
mark the start of the refinement process. 

The accuracy curves show a progressive improvement 
from the early epochs, followed by a more stable 
increase after fine-tuning begins. Validation accuracy 
shows a similar pattern, stable in a consistent range as 
training approaches completion, thus demonstrating 
increased generalization capabilities and negligible 
differences between training and validation metrics. 

 

Figure 5. An illustration of the accuracy and loss trajectories demonstrated by the CNN-VGG19 architecture across the training and 
validation datasets

Concurrently, the loss metric exhibits a consistent 
downward trajectory across both the training and 
validation datasets throughout the entirety of the 
training period. Post-finetuning, the divergence 
between these two curves is negligible, signifying an 
absence of substantial overfitting in the model's 
performance. Collectively, these observed patterns 
suggest that the synergistic application of transfer 
learning, gradual fine-tuning, and regularization 
techniques facilitates the attainment of robust training 
stability, even when working with comparatively 
limited datasets [27]. 

3.5 Comparison of Model 

In pursuit of an impartial appraisal of the CNN-VGG19 
model's efficacy, a direct empirical comparative 
analysis was undertaken against two prevalent 
convolutional neural network designs: ResNet50 and 
InceptionV3. All models were subjected to equivalent 
training and evaluation protocols utilizing the same 
CXR datasets. This was facilitated by a standardized 
experimental paradigm that incorporated uniform pre-
processing techniques, data segmentation strategies, 
and performance evaluation metrics, thereby ensuring a 
rigorous and equitable examination. 

 

Figure 6. Comparison of the accuracy of CNN-VGG19, ResNet50, and InceptionV3

Figure 6 presents the training and validation accuracy 
curves for CNN-VGG19, ResNet50, and InceptionV3. 
Evaluation on the held-out test set from Haji Makassar 
Hospital showed that CNN-VGG19 achieved the 
highest accuracy (0.8807), followed by ResNet50 
(0.8624) and InceptionV3 (0.6972). 

The observed advantages of CNN-VGG19 can be 
associated with its relatively straightforward and stable 
architecture, which may be beneficial when learning 
radiological representations from limited clinical 

datasets [28]. By contrast, deeper and more complex 
architectures such as ResNet50 and InceptionV3 often 
require larger and more diverse training data to reach 
optimal generalization. Overall, these findings suggest 
that VGG19-based transfer learning may be a promising 
approach for pulmonary TB classification in data-
constrained settings, although further validation is 
needed before clinical implementation [29]. 

To further validate the findings, a comparison with 
previous studies is presented in Table 2. 
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Table 2. Comparison with Previous Studies on TB Detection Using CXR 

Study Dataset Model Classes Accuracy 
Mohan et al. [6] Public dataset VGG19 + Optimization TB vs Normal 0.91 
Sharma et al. [12] Public dataset CNN-based Multi-class 0.89 
Wajgi et al. [29] Public dataset Transfer Learning CNN TB vs Normal 0.93 
This Study Local clinical dataset CNN-VGG19 3 classes 0.8807 

As shown in Table 2, most previous studies report 
higher accuracy values; however, these studies are 
predominantly conducted using large-scale and well-
curated public datasets. In contrast, the dataset used in 
this study reflects real-world clinical conditions, which 
inherently involve greater variability, noise, and class 
overlap. 

The slightly lower accuracy achieved in this study 
(0.8807) can therefore be attributed to the increased 
complexity of the dataset, rather than limitations of the 
model itself. This finding highlights an important trade-
off between experimental performance and real-world 
applicability. 

In addition, many earlier studies have focused on binary 
classification, such as distinguishing TB from normal 
cases. By contrast, the present study examines a more 
demanding three-class task involving tuberculosis, 
pleural effusion, and normal cases. Overlap in the 
radiographic features of these classes makes 
classification more difficult, providing a more realistic 
basis for assessing model performance in relation to the 
challenges encountered in clinical practice. 

3.6 Limitations 

Some of the inherent constraints in this study require 
careful consideration during the interpretation of the 
results. First, although the dataset was obtained from a 
real clinical setting, the total number of CXR images 
remains relatively limited (n = 434), and the class 
distribution, which is moderately imbalanced (TB = 
160, EP = 160, normal = 114), may still restrict the 
model’s ability to represent a broader spectrum of 
radiographic appearances. This constraint is 
particularly relevant for TB cases with subtle 
manifestations and for images affected by low quality 
or acquisition artefacts, which may reduce 
generalizability when the model is applied to more 
heterogeneous patient populations [24]. In addition, a 
moderate class imbalance remains, particularly in the 
normal class, and was not explicitly addressed using re-
sampling or cost-sensitive learning techniques, which 
may introduce bias toward majority classes. 
Furthermore, the evaluation strategy relied on a fixed 
train-validation-test split without incorporating k-fold 
cross-validation, which may limit the robustness of 
performance estimation, especially for small-scale 
datasets. Moreover, explainability techniques such as 
Gradient-weighted Class Activation Mapping (Grad-
CAM) were not incorporated, limiting the ability to 
verify whether the model focuses on clinically relevant 
lung regions. Future work will address these limitations 
by expanding the dataset, incorporating cross-
validation strategies, handling class imbalance more 

effectively, and integrating explainable artificial 
intelligence methods to enhance model transparency 
and clinical trust. 

4. Conclusions 

This study evaluated the performance of a CNN-
VGG19 model for the detection of pulmonary 
tuberculosis using chest X-ray (CXR) images obtained 
from a localized clinical dataset at Haji Makassar 
Hospital, Indonesia. The proposed approach, which 
integrates transfer learning with a structured pre-
processing pipeline, achieved an overall accuracy of 
0.8807 and a macro F1-score of 0.8800 in a three-class 
classification task involving tuberculosis, pleural 
effusion, and normal cases. These results indicate that 
the model can deliver stable and balanced performance 
across classes, despite the inherent variability and 
limited size of the dataset. 

Under the fixed data partition and experimental 
configuration employed in this study, CNN-VGG19 
achieved higher test accuracy than ResNet50 and 
InceptionV3. This result provides preliminary evidence 
that the relatively straightforward VGG19 architecture 
may be suitable for small-scale and heterogeneous 
clinical datasets. However, the observed performance 
difference should not be interpreted as definitive 
evidence of model superiority because the evaluation 
was based on a single train–validation–test split. 
Repeated stratified k-fold cross-validation, statistical 
comparison across multiple runs, and external 
validation using data from other healthcare institutions 
are required to confirm the stability and generalizability 
of these findings. From a practical perspective, this 
highlights the importance of selecting model 
architectures that align with data availability and real-
world clinical constraints, rather than relying solely on 
more recent or computationally intensive approaches. 

The use of a real-world clinical dataset represents an 
important contribution of this study, as it reflects the 
variability in image quality, acquisition protocols, and 
patient conditions commonly encountered in healthcare 
settings. Therefore, the findings provide relevant 
insights into the feasibility of implementing deep 
learning-based computer-aided diagnosis (CAD) 
systems for tuberculosis screening, particularly in 
resource-limited environments where data and 
computational resources are restricted. 

Several limitations should nevertheless be considered 
when interpreting these findings. The dataset was 
relatively small and obtained from a single institution, 
which may restrict the generalizability of the results. 
The evaluation did not include k-fold cross-validation, 
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and explainability methods such as Grad-CAM were 
not used to support clinical interpretation of the model’s 
predictions. Future work should therefore expand the 
dataset through collaboration across multiple centres, 
adopt more robust validation procedures, and 
incorporate explainable AI methods to improve 
transparency and strengthen clinical trust. Comparisons 
with newer architectures could also offer further insight 
into ways to optimize performance under similar 
conditions. 
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