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Abstract

Public sentiment analysis regarding government policies, particularly in niche sectors like Halal tourism, often faces
significant computational challenges due to data scarcity and severe class imbalance. Traditional augmentation methods, such
as Synthetic Minority Over-sampling Technique (SMOTE) applied to raw text or TF-IDF vectors, often degrade semantic
integrity, while standard fine-tuning of pre-trained models like IndoBERT tends to bias predictions toward majority classes.
To address these limitations, this study proposes IndoBERT-LSS (Latent Space Sampling), a novel decoupled two-stage deep
learning framework. The first stage employs a Representation Learning approach integrating an Attention-Pooling mechanism
with Supervised Contrastive Loss (SupCon) to enforce compact intra-class clustering in the embedding space. The second stage
introduces a Latent Space Sampling strategy, where SMOTE is applied to the extracted high-dimensional embeddings rather
than the raw text, followed by a final classification using a Multi-Layer Perceptron. Validated on a dataset of 1,051 textual
responses regarding Halal tourism in Pariaman, Indonesia, the proposed model achieved an accuracy of 93.84% and a macro
Fl-score of 0.94. Notably, the model demonstrated exceptional robustness in identifying minority classes, achieving a 0.99 F1-
score for neutral sentiments. These results conclude that decoupling representation learning from feature balancing in the
latent space significantly enhances model performance on imbalanced short-text datasets compared to standard fine-tuning
baselines.
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1. Introduction

The global tourism industry has witnessed a paradigm
shift [1] with the rapid emergence of Halal tourism[2]
as a significant economic driver [3],[4]. This industry is
a strategic governmental objective for countries with a
majority of Muslims, such as Indonesia [5], in order to
promote inclusive economic growth [6], rather than just
a market trend [7]. To capitalize on the region's rich
Islamic cultural legacy [8], the local government of
Pariaman City, West Sumatra, has actively pushed
Halal tourism legislation [9],[10]. However,
complicated socio-political processes are frequently
triggered [11] by the implementation of such identity-
based policies [12]. The public's reactions are rarely
consistent [13], ranging from fervent support to doubts
about economic inclusion [14] and worries about
possible cultural exclusivity [15],[16]. To create

responsive and successful policies [17], stakeholders
must accurately capture and analyze these varied public
views [18].

Public perception analysis has historically relied on
manual qualitative techniques [19], [20] like focus
group discussions (FGD) [21] and small-scale surveys
[22]. Although informative, these approaches are not
suitable for real-time policy evaluation because they are
time-consuming, resource-intensive [23], and sensitive
to observer bias [24]. As a result using Deep Learning
and Natural Language Processing (NLP) [25], [26] has
become the norm for automated sentiment analysis
[27]. By utilizing bidirectional context awareness, pre-
trained  Transformer-based models  especially
IndoBERT [28], [29], have attained state-of-the-art
performance in the Indonesian language [30], [31].
Despite their success, there are two basic computational
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issues [32] with using these models on real-world
stakeholder data that have not yet been thoroughly
addressed in the literature [33].

The issue of class disparity is the first and most
important obstacle [34]. Survey and social media
statistics on public opinion are inherently biassed, with
majority  feelings  (like  "Agree") frequently
predominating and minority sentiments (like "Neutral"
or "Undecided") being under-represented [35]. When
IndoBERT is fine-tuned using Cross-Entropy loss, it
frequently experiences "minority collapse,” in which
the model ignores the subtle but important minority
voices and biases its predictions towards the majority
class in order to minimise global error [36]. Lack of data
and noise in short-text inputs present the second
difficulty [37], [38]. Survey responses are frequently
succinct and devoid of context [39], which makes it
challenging for models to differentiate between
semantically similar categories like "Undecided" and
"Disagree"[40].

Data augmentation strategies are commonly used by
researchers to overcome class imbalance. In
conventional machine learning, the Synthetic Minority
Over-sampling Technique (SMOTE) is a widely used
approach [41]. Nevertheless, synthetic samples that
frequently lack semantic coherence are produced when
SMOTE is applied directly [42] to high-dimensional
sparse text representations (such TF-IDF or Bag-of-
Words) [43]. On the other hand when the dataset size is
limited, text-level augmentation techniques like
synonym substitution or back-translation run the risk of
changing the original sentiment or adding linguistic
noise [44]. To summarize the core problem addressed
in this research is the computational difficulty of
accurately classifying public sentiment regarding Halal
tourism policies due to three intertwined issues. First,
the severe class imbalance that leads to minority
collapse, second the high semantic ambiguity and lack
of context in short-text Indonesian survey responses,
and the semantic degradation and linguistic noise
caused by conventional text-level augmentation
approaches.

There is a significant research gap in developing a
framework that handles class imbalance without
compromising the semantic integrity of the text. The
majority of recent research that has tried to integrate
Deep Learning with sampling techniques focuses on
end-to-end training [45], where feature extraction and
classification are combined [46]. This conventional
approach results in less-than-ideal feature separation for
minority classes. Consequently, there remains a critical
void in exploring decoupled frameworks that
mathematically stabilize and separate textual features in
the latent space before any synthetic augmentation is
applied.

This paper suggests a novel technique to overcome
these gaps called IndoBERT-LSS (Latent Space
Sampling). We provide a decoupled two-stage system
that regards class balance and representation learning as
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distinct goals [40], in contrast to conventional methods
[47]. The primary contributions of this research are
threefold:

The primary contributions of this research are threefold.
First, we propose the IndoBERT-LSS framework,
which introduces a decoupled two-stage architecture
that strictly separates representation learning from class
balancing, directly addressing the minority collapse
flaw in standard end-to-end fine-tuning [48]. Second,
we integrate an Attention-Pooling mechanism with
Supervised  Contrastive  Loss  (SupCon) to
mathematically enforce compact and distinct intra-class
clustering in the latent space specifically tailored for
short, ambiguous Indonesian texts [49]. Third, we
empirically prove that applying Latent Space Sampling
(SMOTE on dense embeddings rather than raw text)
preserves semantic integrity [50]. This provides a
technically viable and highly accurate analytical
framework for stakeholders to capture marginalized
minority voices in public policy debates, such as Halal
tourism [51].

2. Methods

This research employs a quantitative experimental
approach using Deep Learning. This study proposes
IndoBERT-LSS (Latent Space Sampling), a deep
learning framework designed to handle imbalanced
short-text classification. Unlike traditional end-to-end
architectures, our methodology decouples the feature
extraction process from the class balancing mechanism.
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Figure 1. The proposed IndoBERT-LSS Architecture consisting of
two decoupled phases.
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The framework is executed in two distinct phases
representation  learning  using  Attention-based
Supervised Contrastive Loss, and Latent Space
Balancing using SMOTE followed by classification.
The overall architecture is illustrated in Figure 1.

The proposed IndoBERT-LSS Architecture consisting
of two decoupled phases. Phase 1 (left panel) focuses
on Representation Learning, where the IndoBERT
backbone is fine-tuned using an Attention-Pooling
mechanism and Supervised Contrastive Loss to
optimize feature clustering. Once trained, the backbone
weights are frozen. Phase 2 (right panel) illustrates the
Latent Space Sampling process, where extracted
embeddings are balanced using SMOTE before being
fed into the final Multi-Layer Perceptron (MLP)
classifier for prediction.

2.1 Dataset Acquisition and Preprocessing

This study utilizes a primary dataset consisting of 1,051
textual responses gathered through a mixed-method
approach, involving online surveys and structured
interviews conducted in Pariaman City, West Sumatra.
The respondents represent three key stakeholder
groups: tourists, Micro, Small, and Medium Enterprises
(MSMEs) owners, and government officials. Each
response is labeled with one of four sentiment classes:
Agree, Disagree, Undecided, and Neutral.

To ensure the reliability and validity of the ground truth,
the sentiment labeling process was performed
independently by two domain experts in tourism and
public policy. Any discrepancies in labeling were
resolved through a consensus discussion, resulting in a
high inter-annotator agreement. Initial exploratory data
analysis of the training set revealed a severe class
imbalance prior to any data augmentation.

Prior to model training, the total dataset of 1,051
responses was split into a training set (80%, comprising
840 samples) and a testing set (20%, comprising 211
samples) using stratified sampling to maintain the
original class proportions. It is a fundamental machine
learning principle that data augmentation must strictly
be applied only to the training set to prevent data
leakage.

Table 1. Training Class Distribution Before Latent SMOTE

Sentiment Class Number of Samples

Neutral 134
Undecided 223
Agree 244
Disagree 239
Total 840

As detailed in Table 1, initial exploratory data analysis
revealed a severe class imbalance, with the Neutral and
Undecided classes being significantly underrepresented
compared to the polarized Agree and Disagree
sentiments. To ensure the quality of input features for
the model, a rigorous preprocessing pipeline was
applied. The process began with case folding where all
text was converted to lowercase to maintain uniformity.
Next, noise removal was performed to eliminate non-
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alphanumeric characters, URLs, and excessive
punctuation using regular expressions (regex).

Following this, tokenization was executed using the
indobert-base-uncased tokenizer, which is optimized
for the Indonesian language, with a maximum sequence
length of 128 tokens to capture sufficient context from
the short-text responses. Finally, in the data splitting
stage, the dataset was partitioned into a training set
(80%) and a testing set (20%) using stratified sampling
to preserve the original class distribution in both
subsets.

2.2 Phase 1.
Extraction)

Representation Learning (Feature

The primary objective of this phase is to train a robust
feature extractor capable of capturing subtle semantic
nuances. We employ IndoBERT-base-uncased as the
backbone encoder [52]. IndoBERT was explicitly
chosen as the sole backbone encoder for this framework
because it currently represents the state-of-the-art for
Indonesian Natural Language Processing [53]. While
multilingual models (such as mBERT or XLM-
RoBERTa) are available, they often dilute language-
specific nuances x [54]. In contrast, IndoBERT was pre-
trained extensively on a massive, dedicated corpus of
Indonesian text (over 220 million words). This
specialized pre-training makes it exceptionally superior
at capturing the local linguistic nuances, informalities,
and implicit cultural contexts inherently present in
Indonesian user-generated feedback and survey
responses, thereby providing the most robust
foundational embeddings for the subsequent contrastive
learning phase [55]. Unlike standard BERT
implementations that rely solely on the [CLS] token for
classification, we introduce a custom Attention Head

Pooling mechanism to capture context-aware
representations.
To achieve the optimal conditions for feature

extraction, a rigorous hyperparameter tuning process
was conducted empirically. We tested various
configurations of learning rates
(1e™>,2e75, and 3e~°) and batch size (16 and 32). The
best performance was achieved using the AdamW
optimizer with a learning rate of 2e~> with a weight
decay of 0.01 and a batch size of 16, which provided
stable gradient updates without exhausting GPU
memory.

To stabilize early training, a linear learning rate
scheduler with a 10% warmup proportion was applied,
alongside gradient clipping (max norm of 1.0).
Empirical trials indicated that training over 8 epochs
was the optimal sweet spot; it was sufficient for the
Supervised Contrastive Loss (with the temperature
parameter set to T = 0.07) to converge and tightly
cluster the embeddings without causing the model to
overfit on the training data. Simultaneously, a
temporary classifier computed the Cross-Entropy (CE)
Loss. The total loss was computed as a weighted sum of
the SupCon and CE loss. In our implementation, both
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objectives were found to be equally critical during this
phase. Therefore, the loss weight ratio (1) between
SupCon and CE was set to 1:1 (equal weighting).

Furthermore, for the final classification phase (Phase 3)
using the SMOTE-balanced latent features, the Multi-
Layer Perceptron (MLP) was trained using the Adam
optimizer with a learning rate of 1e~3, a dropout rate of
0.2, and a larger batch size of 32 over 20 epochs,
ensuring the classifier efficiently learned the unbiased
decision boundaries."

Pretend that the sequence of hidden states from the final
layer of IndoBERT is H = {h, h,, ...., h;}. Each vector
h; is a dense representation of a word with a dimension
of d=768. To determine which words are most
important for sentiment analysis, we calculate an
attention score (a;) for each word vector (h;) using
Equations 1 and 2 [56].

u; = tanh(W,h; + b,) (1

@

exp(ui”- 1e)

A ="
b SjienuyT. ne)

W, and b, are the learnable weights and bias of the
projection layer. p. is a context vector that learns to
recognize informative words (e.g., "agree", "bad"). tanh
is the non-linear activation function and a; represents
the importance weight of the i-th word, where all
weights sum to 1.

Finally, the sentence-level feature vector v [57] is
obtained by computing the weighted sum of all word
vectors as show in Equation 3 [58]:

v= 215:1 a;h;

3

This results in a single vector v (size 768) that
summarizes the entire sentence by focusing on the most
relevant words. To optimize this representation, the
feature vector is passed through a Projection Head (a
non-linear MLP) and normalized. In order to enhance
the structure of the feature space, we utilize Supervised
Contrastive Loss (SupCon). The SupCon loss enforces
compact clustering of embeddings belonging to the
same class. Simultaneously, a temporary classifier
computes the Cross-Entropy (CE) Loss. The total loss
is a weighted sum of SupCon and CE loss, updated via
backpropagation.

Unlike standard Cross-Entropy which only focuses on
decision boundaries, SupCon explicitly pulls
embeddings of the same class closer together while
pushing apart embeddings from different classes [59],
[60]. The loss function is defined in Equation 4 [61]

exp(z;Zp/T)
YaeA()\(i) €xP(2i-za/T)

Lowp = Tici—— Ypep log (4)

[PDI
z; and z, are the normalized feature vectors of the
anchor and positive sample respectively, T is the
temperature parameter (set to 0.07) and P (i) represents
the set of positive samples in the batch. This
optimization ensures that the learned embeddings form
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compact, separable clusters, providing a high-quality
latent space for the subsequent balancing phase.

2.3 Phase 2: Latent Space Sampling and Classification

In the second phase, the training objective shifts from
representation learning to robust classification. To
preserve the semantic clusters formed in Phase 1, the
weights of the IndoBERT backbone and the Attention
mechanism are frozen. We perform a "Freeze &
Extract" operation, transforming the textual input space
into a fixed latent feature space.

This leads to the Data Balancing stage (right panel of
Figure 1). The core innovation of this framework lies in
how it handles data imbalance. Standard approaches
often apply augmentation on the raw text (e.g.,
synonym replacement), which risks altering the
sentence's original meaning or damaging its
grammatical structure.

To circumvent this, we employ Latent Space Sampling
using the Synthetic Minority Over-sampling Technique
(SMOTE) on these latent embeddings (feature vectors).
To ensure algorithmic reproducibility, the SMOTE
algorithm was configured using k=5 nearest neighbors
and a fixed random state Unlike text augmentation,
Latent SMOTE mathematically synthesizes new
vectors for minority classes (Neutral, Undecided) by
interpolating between existing vector neighbors. This
results in a Balanced Feature Set where all classes have
equal representation. Finally, these balanced vectors are
fed into a Multi-Layer Perceptron (MLP) classifier as
illustrate in Figure 2.

Input Layer
(768 nodes)

Hidden Layer

(512 nodes) MLP Architecture

Qutput Layer
ReLU Activation, (4 nodes)
Dropout (0.1) & ) St
y 7 Classes

&
Cross-Entropy i
Loss

~| Final Sentiment
Prediction

Figure 2. Visualization of the Latent Space Sampling process.

Figure 2 shows the MLP architecture consists of Input
layer with 768 nodes (matching the embedding
dimension), Hidden Layer with 512 nodes with ReLU
activation and Dropout (0.1) to prevent overfitting.
Output Layer is 4 nodes representing the sentiment
classes. This classifier is trained using standard Cross-
Entropy Loss to produce the final sentiment prediction
are based on a fair and balanced representation of all
sentiment categories.

Furthermore, to rigorously evaluate the effectiveness of
the proposed IndoBERT-LSS framework, we
established explicit baseline models for comparative
analysis. The primary baseline is a standard, end-to-end
fine-tuned IndoBERT model trained solely with
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standard Cross-Entropy loss on the raw, imbalanced
dataset (without SupCon and Latent SMOTE).
Additionally, traditional deep learning architectures,
specifically Stacked Bi-LSTM with Attention and Bi-
GRU paired with FastText embeddings, were included
as secondary baselines. Defining these models
establishes the comparative foundation for the
empirical evaluation discussed in the Results section.

2.4 Evaluation Metrics

To rigorously assess the predictive capability of the
IndoBERT-LSS model, we employed a suite of
standard classification metrics: Accuracy, Precision,
Recall, and F1-Score [62], [63]. The evaluation is
conducted exclusively on the held-out test set, which
contains original, non-synthetic data to ensure an
unbiased assessment of real-world performance [64],
[65].

Given the imbalanced nature of the test distribution
(where Neutral and Undecided classes are minorities),
relying solely on Accuracy can be misleading, as it may
hide poor performance on minority classes. Therefore,
we prioritized the Macro-Average F1-Score as the
primary metric for robustness.

The metrics are defined as follows, based on the
Confusion Matrix elements such as True Positives (TP),
True Negatives (TN), False Positives (FP), and False
Negatives (FN) [66]. The confusion matrix's data can be
used to compute a number of evaluation metrics.
Accuracy measures the overall correctness of the model
across all classes. Precision quantifies the model's
exactness or reliability by answering the question of all
instances predicted as a certain class, how many were
actually that class with a high precision indicates a low
False Positive rate. Recall (Sensitivity) measures the
model's completeness by identifying how many of all
actual instances of a class the model correctly identified
with a high recall indicates a low False Negative rate,
which is crucial for capturing minority opinions.

Furthermore, the F1-Score represents the harmonic
mean of Precision and Recall. This metric is particularly
vital for imbalanced datasets as it penalizes extreme
values, meaning a high F1-Score is only achievable if
both Precision and Recall are high. Lastly, the Macro-
Average F1-Score is the arithmetic mean of the per-
class F1-Scores. Unlike the Weighted Average, which
is dominated by the majority class, the Macro-Average
treats all classes equally, regardless of their support
size.

3. Results and Discussions

This section presents the empirical evaluation of the
IndoBERT-LSS framework. The experiments were
designed to verify two primary hypotheses: first, that
the integration of Attention-Pooling and Supervised
Contrastive Loss (SupCon) creates a more
discriminative feature space than standard methods; and
second, that applying SMOTE on these latent features
significantly improves classification performance on
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minority classes. The results are analyzed sequentially,
starting from the representation learning phase to the
final classification metrics, followed by a critical
discussion on the model's limitations.

3.1 Effectiveness of Representation Learning (Phase 1)

This phase specifically addresses the second gap
identified in the introduction regarding the noise and
lack of context in short-text responses. The Attention-
Pooling mechanism allowed the model to focus on
sentiment-bearing  tokens, effectively reducing
semantic ambiguity between closely related classes like
'Neutral' and 'Disagree’.

The training dynamics captured in Figure 3 provide
strong empirical evidence for the stability of the
proposed representation learning phase. As observed in
the training logs, the IndoBERT backbone initialized
with a high loss 0f 4.1276 in the first epoch. Throughout
the 8-epoch cycle, the loss trajectory exhibited a sharp
and consistent decline without divergence, reaching a
final value of 1.4138. This substantial loss reduction of
approximately 66% quantitatively confirms that the
encoder successfully adapted to the contrastive
objective, efficiently mapping the input text into a
lower-dimensional ~ manifold  where  semantic
similarities are maximized.

IndoBERT with Attention-Based and Coupling Latent Sampling — Loss Curve

4.0 1

3.5 1

1.5

1 2 3 4 5 6 7 8
Epoch

Figure 3. Training log of Phase 1

Figure 3 show training log of Phase 1 showing the rapid
convergence of SupCon Loss from 4.12 to 1.41 over 8
epochs. The first key finding relates to the quality of the
feature extraction process in Phase 1. During the
training of the IndoBERT backbone using the hybrid
SupCon loss, we observed a rapid and stable
convergence. Within just 8 epochs, the training loss
decreased significantly, indicating that the model
successfully learned to minimize the intra-class
variance. This stability is attributed to the Attention
Head Pooling mechanism, which allowed the model to
dynamically focus on sentiment-bearing tokens (e.g.,
"agree", "doubt") while suppressing noise from stop
words.

Qualitatively, this phase succeeded in transforming the
disjointed raw text into a structured vector space.
Unlike standard Cross-Entropy training which allows
decision boundaries to be ambiguous, the SupCon loss
forced the embeddings of the same sentiment class to
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form compact, distinct clusters. This geometric
separation in the latent space is the critical factor that
enabled the subsequent SMOTE algorithm to work
effectively. By ensuring that the "Neutral" and
"Undecided" samples were tightly clustered, the
synthetic vectors generated by SMOTE in Phase 2 were
guaranteed to be semantically consistent, avoiding the
generation of noisy or "hallucinated" features often seen
in text-level augmentation.

3.2 Classification Robustness and Minority Class
Performance

The efficacy of the proposed two-stage framework is
corroborated by the training logs captured during the
experiment. The training process exhibits three distinct
phases that collectively contribute to the model's final
robustness. First, in the Representation Learning phase
(Phase 1), the IndoBERT backbone demonstrated stable
convergence. The training loss decreased consistently
from an initial value of 4.1276 in Epoch 1 to 1.4138 in
Epoch 8. This steady decline indicates that the
Attention-Pooling  mechanism and  Supervised
Contrastive Loss successfully optimized the latent
space, pulling semantically similar samples into
compact clusters even before any oversampling was
applied in Figure 4.

[PHASE 2] Embedding Extraction & SMOTE Application...

Extracting Embeddings: 100%| [ NEEEEE| 53/53 [04:46<00:00,

Extracting Embeddings: 100%|[NNEEERENN| 14/14 [01:12<00:00,
Dimensions before SMOTE: (840, 768)

Class distribution before SMOTE: [134 223 244 239]
Dimensions after SMOTE: (976, 768)

Class distribution after SMOTE: [244 244 244 244]
(All classes are now balanced!)

5.40s/it]
5.15s/it]

[PHASE 3] Training the Final Classifier on SMOTE Data....
: ©.0004

Classifier Epoch 5
Classifier Epoch

Classifier Epoch 15
Classifier Epoch 20/20, Loss: 0.0000

Figure 4. Log SMOTE Embedding Classifier

By applying SMOTE in the latent space rather than on
raw text, we successfully addressed the third research
gap concerning the degradation of semantic integrity
often caused by traditional text-level augmentation. The
logs in Phase 2 confirm that the synthetic features
generated were mathematically consistent with the
learned semantic clusters, ensuring high-quality data
balancing without introducing linguistic noise.

Second, the logs in Phase 2 provide a quantitative
confirmation of the data imbalance problem and its
resolution. As shown in the extraction logs, the original
distribution of the training set was highly skewed: the
minority class (Class 0 / 'Neutral') contained only 134
samples, whereas the majority classes (Class 2 and 3)
contained over 240 samples. This severe imbalance
(ratio ~1:1.8) explains why traditional models often fail
to recognize neutral sentiments. The application of
Latent Space SMOTE effectively rectified this
disparity. The logs show the total training samples
increasing from 840 to 976, resulting in a perfectly
balanced distribution of [244, 244, 244, 244] across all
four classes. This confirms that our sampling strategy
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successfully synthesized 110 high-quality minority
features for Class 0 without altering the textual input.

Third, the Classification Phase demonstrates the
benefits of learning from this balanced feature set. The
MLP classifier achieved rapid convergence, with the
loss reaching a near-zero value (0.0000) by Epoch 20.
This indicates that the balanced latent features produced
in the previous steps were highly discriminative and
linearly separable, allowing the classifier to learn
unbiased decision boundaries with high precision.

Following the successful stabilization of the feature
space and the rectification of class imbalance during the
training phases, the final model was evaluated on the
held-out test set to determine its generalization
capability. This evaluation provides the ultimate
validation of the proposed two-stage framework,
ensuring that the synthetic balancing in the latent space
translates into actual predictive robustness on real-
world data.

The most significant finding of this study is the model's
superior performance on the imbalanced test set. As
shown in Table 2, the proposed IndoBERT-LSS
achieved a global accuracy of 93.84%. However, the
true strength of the model is revealed in the class-wise
performance metrics. Traditional models typically
exhibit a "minority collapse," where performance on

underrepresented classes (like 'Neutral') drops
significantly.
Table 2. Performance Metrics of IndoBERT-LSS on Test Data
Sentiment Precision Recall Fl-score Support
Class
Neutral 1.00 0.97 0.99 34
Undecided 0.88 0.89 0.88 56
Agree 1.00 1.00 1.00 61
Disagree 0.90 0.90 0.90 60
Overall Accuracy 93.84 211

Confusion Matrix (SMOTE on Embeddings)
60

Neutral

|- 50

Undecided

- 30

Agree
]

-20

Disagree
'
°

Agree Disagree

Undecided

N=u‘(r=|
Figure 5. Confusion Matrix

In contrast, our model achieved a near-perfect F1-Score
of 0.99 for the 'Neutral' class and 0.88 for the
'Undecided' class. This result empirically validates the
Latent Space Sampling strategy. By balancing the data
in the vector space, the final MLP classifier was able to
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learn unbiased decision boundaries. The Confusion
Matrix further corroborates this, as shown in Figure 5.

Confusion Matrix on the test set showing robust
performance across all classes. The misclassifications
were minimal and largely confined to the boundary
between 'Undecided' and 'Disagree'. Specifically, the
model misclassified 6 'Undecided' samples as
'Disagree’. This error is linguistically justifiable, as
expressions of doubt in Indonesian culture often carry
implicit disagreement (polite refusal), creating a natural
semantic overlap. Crucially, there was zero confusion
between the contradictory classes of 'Agree' and
'Disagree’,  demonstrating the model's high
discriminative power.
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3.3 Comparison with Baseline Models and Previous
Studies

To rigorously demonstrate the contribution and novelty
of the proposed IndoBERT-LSS framework, we
conducted two levels of comparative analysis, an
internal baseline comparison using the identical Halal
tourism dataset, and an external comparison with recent

state-of-the-art  studies. First, to wvalidate the
architectural superiority of our approach, we
benchmarked  IndoBERT-LSS  against  several

traditional deep learning architectures and a standard
fine-tuned IndoBERT model using the exact same
dataset and testing conditions.

Table 3. Baseline Comparison on the Same Dataset

Model Accuracy Classification Precision Recall F1-Score
Stacked Bi-LSTM + Attention 0.893 Neutral 0.91 0.97 0.94
Undecided 0.92 0.87 0.90
Agree 0.92 0.90 0.91
Disagree 0.84 0.86 0.85
BI-GRU + FastText + Attention 0.868 Neutral 0.79 1.00 0.89
Undecided 0.91 0.78 0.84
Agree 0.89 0.95 0.92
Disagree 0.85 0.82 0.82
BI-GRU + Fine-Tuning 0.8732 Neutral 0.84 1.00 091
Embedding Undecided 0.90 0.81 0.85
Agree 0.89 0.95 0.92
Disagree 0.85 0.78 0.81
Fine-Tuning + IndoBERT 0.927 Neutral 0.94 1.00 0.97
Undecided 0.96 0.81 0.88
Agree 0.92 1.00 0.96
Disagree 0.90 0.92 0.91
IndoBERT- LSS 0.938 Neutral 1.00 0.97 0.99
(Our Proposed Model) Undecided 0.88 0.89 0.88
Agree 1.00 1.00 1.00
Disagree 0.90 0.90 0.90

As shown in Table 3 traditional recurrent networks
(Stacked Bi-LSTM and Bi-GRU combined with
FastText or Fine-Tuned Embeddings) achieved
accuracies ranging between 86.8% and 89.3% [67].
Upgrading to a standard Fine-Tuning IndoBERT model
significantly improved the accuracy to 92.7%.
However, the proposed IndoBERT-LSS model
outperformed all baselines, achieving the highest global
accuracy of 93.8%. This explicitly represents a 1.14%
overall accuracy improvement over the standard
IndoBERT baseline. The key contribution of our model
lies in its precision with minority classes while standard
IndoBERT struggles with semantic overlap, our
decoupled approach using Latent Space Sampling
pushed the F1-Score for the critical "Neutral' class to a
near-perfect 0.99.

Second, to contextualize our contribution within the
broader literature, we compared our results with recent

sentiment analysis models proposed by other
researchers, as summarized in Table 4.
While direct dataset-to-dataset comparisons are

challenging due to different domains, comparing the
methodological —achievements reveals a clear
progression. Previous studies utilizing SMOTE with
traditional deep learning, such as Anam et al. (SMOTE

+ GRU + BILSTM) and Putra et al. (Meta-learners),
plateaued at accuracies of 89.00% and 88.00%,
respectively, primarily because text-level SMOTE
often introduces linguistic noise.

Table 4. Comparison with Previous State-of-the-Art Research

Researcher Model Dataset Accuracy
Bhartietal. CNN+ BiGRU+ ISEAR, 80.11%
[37] SVM WASSA, and
Emotion-
stimulus
Anametal. SMOTE+ GRU+  Twitter 89.00%
[68] BiLSTM
Putra et al. XGBoost+RF +  Kaggle 88.00%
[69] LSTM meta
learner
Owenetal. SBERT+ Customized 86.90%
[70] TextConvonet Data e-wallet
service
providers
This IndoBERT + Customized 93.84%
Research Latent Space Survey on
Sampling Tourism

Furthermore, advanced models like SBERT applied to
custom data by Owen et al. achieved 86.90%. In
contrast, our research demonstrates that moving the
sampling process into the latent space (Latent SMOTE)
combined with Attention-based IndoBERT breaks this
plateau, achieving an exceptional accuracy of 93.84%.
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This confirms the novelty of our framework as a highly
effective solution for customized, imbalanced textual
data.

3.4 Limitations and Future Work

The near-perfect F1-score of 0.99 for the 'Neutral' class
empirically resolves the first gap regarding 'minority
collapse' in imbalanced datasets. This result
demonstrates that decoupling representation learning
from balancing allows the model to capture the nuanced
voices of minority stakeholders which are typically
ignored by standard fine-tuning methods.

Despite the promising results, this study has several
limitations that warrant further investigation. First, the
two-stage nature of the framework introduces higher
computational complexity compared to end-to-end fine-
tuning. The process requires freezing weights and
extracting features for the entire dataset before training
the classifier, which may be less efficient for real-time
applications with streaming data. Second, the dataset
used is domain-specific to Halal tourism in a specific
region (Pariaman). While the linguistic features are
representative of Indonesian sentiment, the model's
generalization capability to other domains (e.g.,
political elections or product reviews) has not been
explicitly tested.

Future research should focus on optimizing the
computational pipeline, potentially by integrating the
sampling mechanism into an end-to-end differentiable
process. Additionally, expanding the dataset to cover
multi-domain sentiments would provide a more
comprehensive validation of the Latent Space Sampling
technique. We also recommend exploring the
application of this framework to other low-resource
languages where labeled data is scarce and class
imbalance is prevalent.

4. Conclusions

This study addresses the critical challenge of analyzing
public sentiment from imbalanced, short-text data
regarding Halal tourism policies in Indonesia. By
proposing the IndoBERT-LSS (Latent Space Sampling)
framework, we successfully demonstrated that
decoupling representation learning from class balancing
yields superior predictive robustness compared to
traditional end-to-end fine-tuning.

The primary contribution of this work lies in the novel
integration of an Attention-Pooling mechanism with
Supervised Contrastive Loss (SupCon) to rigorously
structure the feature space, followed by the application
of SMOTE on latent embeddings rather than raw text.
This two-stage approach effectively neutralized the risk
of semantic drift and linguistic noise typically
associated with text-level augmentation. Empirically,
the model achieved a state-of-the-art accuracy of
93.84% on the held-out test set.

More importantly, it successfully overcame the
"minority collapse" phenomenon observed in standard

Jurnal RESTI Vol. 10 No. 4 (2026)

baselines, attaining a near-perfect F1-score of 0.99 for
the underrepresented 'Neutral' class. These findings
directly answer the research objectives by confirming
that optimizing the geometric structure of embeddings
is a prerequisite for effective synthetic sampling in
NLP.

Theoretically, this study extends the application of
contrastive learning to low-resource languages, offering
a reproducible blueprint for handling severe class
imbalance without compromising feature quality.
Practically, the model provides the Pariaman local
government with a high-fidelity analytical tool to
capture nuanced stakeholder feedback including
hesitant or neutral voices that are often marginalized
thereby facilitating more inclusive and data-driven
policymaking. While the current decoupled pipeline
introduces a slight computational overhead due to the
feature extraction step, it offers a necessary trade-off for
accuracy. Future work will focus on optimizing this
pipeline into an end-to-end differentiable architecture
and testing its generalization capabilities across broader
multi-domain datasets to further enhance its scalability
for real-time social sensing systems.
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