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Abstract  

Coconut shells are a vital raw material for charcoal briquette production, and ensuring their quality is crucial for producing 

high-quality charcoal products. This study develops an optimized deep learning model for detecting, classifying, and evaluating 

coconut shell quality using Mask R-CNN, with a specific focus on bridging the gap between theoretical model development 

and practical industrial implementation. Unlike previous studies that only evaluate model performance in Integrated 

Development Environments (IDEs), this research conducts comprehensive evaluation across both IDE and industrial web 

platforms. The Mask R-CNN model is modified by replacing the default ResNet-101 backbone with optimized variants including 

ResNet50-FPN and MobileNet-FPN to address performance degradation during deployment. A dataset comprising 1,611 

coconut shell images with 8,922 annotated objects across four quality classes was created for training. Experimental results 

demonstrate that MobileNet-FPN achieves optimal balance between accuracy and computational efficiency, with 96% 

mAP@0.50 on training and 84% mAP@0.50 on validation. Class-wise analysis reveals "Wet and Fibrous" as the most 

challenging class (74.8% AP@0.50) due to feature overlap with parent classes and class imbalance effect, while "Clean and 

Dry" achieves highest performance (91.2% AP@0.50) due to distinctive visual characteristics. Statistical analysis confirms 

significant performance differences between architectures (p < 0.05). Deployment evaluation reveals MobileNet-FPN 

consistently achieves average inference time of 4.79 seconds on web platform with lowest variance (SD = ±2.41s), suitable for 

industrial quality control applications. The developed Flask-based web application enables charcoal briquette producers to 

evaluate raw material quality efficiently, demonstrating the importance of deployment-aware optimization for practical 

industrial application. 
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1. Introduction  

The global increase in CO2 emissions and rising fossil 

fuel costs have intensified efforts to develop cleaner and 

more sustainable energy sources [1]. As fossil fuel 

resources continue to diminish, the search for 

environmentally friendly alternatives has become 

increasingly urgent [2]. Converting biomass waste into 

fuel presents a promising solution for creating 

sustainable energy [3]. Among various agricultural 

wastes, coconut shells offer exceptional potential due to 

their abundant availability in Indonesia and worldwide, 

combined with their underutilization in energy 

production [4-6]. 

Coconut shells possess distinct advantages over other 

agricultural wastes, particularly their high calorific 

value, making them ideal raw materials for charcoal 

briquette production [4], [7]. However, charcoal 

briquette manufacturers face significant challenges in 

determining and obtaining high-quality raw materials 

despite this potential. Based on interviews with 

charcoal briquette entrepreneurs and previous studies, 

producing quality charcoal requires high-quality raw 

materials, specifically clean and dry coconut shells [1], 

[8]. 

The physical characteristics of coconut shells directly 

influence the quality of charcoal briquettes produced. 

Wet coconut shells contain high moisture content, 

negatively impacting charcoal quality [9-10]. This high 

moisture content affects the burning process, requiring 

extended time for complete combustion. Additionally, 

coconut shells contaminated by liquid waste cannot be 

used as raw materials, as the waste contains hazardous 
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chemicals that degrade shell quality and reduce the 

resulting charcoal briquette quality [1], [11]. 

Previous research in agricultural product quality 

assessment has demonstrated the potential of computer 

vision and deep learning techniques. Studies on 

coconut-related applications have evolved from 

traditional image segmentation methods using 

thresholding [12] to more advanced deep learning 

approaches. Research by Singh et al. [12] successfully 

segmented pest-infected areas on coconut trees using 

color intensity thresholds, though these methods 

showed limitations with complex backgrounds and 

varied lighting conditions. Subsequent studies 

employed deep learning techniques such as Faster R-

CNN, SSD, YOLO-V3, and R-FCN for coconut fruit 

detection based on maturity levels [13-14], achieving 

better performance with complex backgrounds but still 

facing challenges with overlapping objects. Recent 

advances in instance segmentation have addressed these 

limitations, with the Mask R-CNN algorithm proving 

particularly effective for visualizing occluded objects 

through masking segmentation [15-19]. 

Furthermore, recent architectural and deployment 

advances have expanded the capabilities of deep 

learning for agricultural applications. Deformable 

convolution networks (DCNv2) have emerged as a 

critical enhancement for handling irregular object 

geometries, with Ni et al. [20] demonstrating 4.4% 

precision improvement through adaptive spatial 

sampling—a capability particularly relevant for 

coconuts whose shapes vary across maturity levels and 

quality conditions. Lightweight architectures have 

become equally essential, with MobileNet-based 

detectors achieving 92.5% precision on resource-

constrained platforms such as Raspberry Pi [21]. 

Deployment optimization through structural 

reparameterization achieves 98.5% classification 

accuracy with 24% latency reduction [22], while 

TensorRT frameworks enable cross-platform 

deployment with 39% inference speedup on NVIDIA 

Jetson edge devices [23].  

Model quantization techniques have proven 

instrumental for edge deployment, where 8-bit 

quantization-aware training reduces model size by 75% 

while achieving 73% inference speedup with only 0.2–

0.4% accuracy degradation for real-time fruit detection 

on Android devices [23]. Similarly, dynamic range 

quantization (FP16) reduces ensemble model size by 

61% and inference time by 53% while maintaining 

approximately 5% accuracy loss for TensorFlow Lite 

deployment on mobile disease classification systems 

[24]. 

Despite these advances, previous studies on coconut 

shell classification [18] did not fully address the 

requirements of the coconut shell industry, particularly 

in detecting multiple coconut shells in dense conditions 

and performing object counting. More critically, 

existing studies have a fundamental limitation where 

they focus exclusively on model performance 

evaluation within Integrated Development 

Environments (IDEs), measuring only theoretical 

metrics such as accuracy, precision, and recall [25-29]. 

These studies stop at the model development stage 

without considering the significant performance 

degradation that occurs when models are deployed on 

practical platforms such as web applications, where 

computational resources are limited and real-time 

processing is required. 

A critical gap therefore exists in current research where 

studies fail to bridge the transition from laboratory 

model development to industrial implementation. 

While numerous studies report impressive performance 

metrics for classification, detection, and segmentation 

tasks in controlled IDE environments, they neglect to 

evaluate how these models perform when integrated 

into industry-standard platforms. This oversight is 

significant because model performance can drastically 

differ between development environments and 

production deployment, particularly in web-based 

applications where factors such as server resources, 

network latency, and concurrent user requests impact 

real-time performance. 

This study addresses the aforementioned fundamental 

limitations by answering three specific research 

questions: (1) How can Mask R-CNN backbone 

architecture be optimized to balance accuracy and 

computational efficiency for coconut shell quality 

classification? (2) What is the performance gap between 

IDE-based evaluation and real-world web deployment, 

and how can this gap be minimized? (3) Which 

backbone configuration provides optimal performance 

for resource-constrained industrial environments? 

This study develops an optimized Mask R-CNN model 

and conducts comprehensive performance evaluation 

across both IDE and web platform deployments. We 

present a novel approach that modifies the default Mask 

R-CNN backbone architecture, replacing the standard 

ResNet-101 with optimized variants including 

ResNet50-FPN and introducing MobileNet-FPN 

integration. This optimization strategy specifically 

targets the performance gap between development and 

deployment environments, ensuring that the model 

maintains high accuracy while achieving practical 

inference speeds on resource-constrained web 

platforms. 

The main contributions of this research encompass 

several innovative aspects. First, we introduce a 

deployment-aware optimization approach that 

evaluates models not only in IDE environments but also 

comprehensively analyzes performance across 

production web platforms, revealing and addressing the 

critical performance gap between theoretical and 

practical implementations. Second, we modify the 

default Mask R-CNN ResNet-101 backbone with 

Feature Pyramid Network (FPN) integration and 

introduce MobileNet-FPN as a lightweight alternative 

specifically optimized for web deployment scenarios. 

Third, our comprehensive performance evaluation 
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extends beyond traditional metrics such as mAP and 

IoU to include critical deployment factors like inference 

time, memory usage, and model size across different 

platforms. This was made possible by performing 

optimization on the Mask R-CNN algorithm with 

augmentation techniques and hyperparameter tuning, 

which has been proven to increase the accuracy and 

efficiency of the model [30-33]. This holistic approach 

allows us to fully assess the model's viability in real-

world scenarios. Fourth, we develop a fully functional 

Flask-based web application that demonstrates the 

practical viability of optimized deep learning models in 

real-world industrial settings. Finally, we create a 

comprehensive dataset comprising 1,611 images with 

8,922 annotated objects across four quality classes, 

specifically addressing the needs of the coconut shell 

industry. 

This research demonstrates that successful deep 

learning implementation requires not only high-

performing models but also careful optimization for 

deployment platforms. By bridging the gap between 

theoretical model development and practical industrial 

application, this study provides a blueprint for effective 

AI deployment in resource-constrained industrial 

environments, particularly benefiting small-scale 

charcoal briquette producers who require efficient and 

accessible quality assessment tools. 

2. Methods 

This research employs a systematic methodology to 

develop and deploy an optimized deep learning model 

for coconut shell quality identification. The research 

workflow consists of several sequential stages designed 

to ensure comprehensive evaluation and practical 

implementation. Figure 1 illustrates the complete 

research methodology from data acquisition through 

web deployment. 

 

Figure 1. Research Stages Diagram 

2.1 Dataset Preparation 

A comprehensive dataset was collected to ensure robust 

model training and evaluation. The dataset comprises 

1,611 coconut shell images collected from industrial 

facilities and coconut processing centers across various 

Indonesian regions. These images contain 8,922 

individually annotated objects distributed across four 

distinct quality classes based on industrial grading 

standards. Table 1 presents the characteristics and 

distribution of each quality class in the dataset. 

The four quality classes represent critical industrial 

categorizations based on processing requirements and 

final product quality implications. Clean and dry shells 

exhibit high brightness, uniform appearance, and 

minimal moisture content, representing premium raw 

material for high-quality charcoal production. Fibrous 

shells display complex texture due to fiber presence and 

brightness variations, requiring additional processing 

steps. Wet shells demonstrate low brightness in affected 

areas, dark spots indicating moisture, and may require 

drying before processing. Wet and fibrous shells 

combine characteristics of both categories, representing 

the most challenging classification case requiring dual 

processing approaches. 

Table 1. Coconut Shell Quality Classification Characteristics 

Class Name Object 

Count 

Key Features Industrial 

Significance 

Clean and Dry 

2,713 High 

brightness, 

uniform 

appearance, 

no fiber 

texture, 

minimal 

moisture 

indicators 

Premium 

charcoal 

quality, direct 

processing 

ready 

 
Fibrous 

2,199 Complex 

texture due to 

fiber presence, 

brightness 

variation, fiber 

attachments 

visible 

Requires fiber 

removal 

processing 

 
Wet 

2,386 Low 

brightness in 

wet areas, 

dark spots 

indicating 

moisture, 

possible 

contamination 

Drying 

process 

required 

before 

carbonization 

 
Wet and Fibrous 

1,624 Combined 

characteristics, 

high 

variability in 

texture and 

brightness 

Dual 

processing: 

drying and 

fiber removal 

Total 8,922 Four distinct 

quality 

categories 

Complete 

industrial 

classification 

system 

Note: Total 8,922 objects are distributed across 1,611 images in the 

dataset. 

Data collection followed standardized protocols to 

ensure consistency across all imaging sessions. Figure 

2 shows the data collection scenarios with standardized 

capture distances of 1 meter and 2 meters from the 

coconut shell arrangements.  

 

Figure 2. Data Collection Scenarios, a) Capture distance of 1 meter, 

b) Capture distance of 2 meters. 

Two distinct arrangement techniques were employed 

during data collection to ensure dataset diversity. Figure 

3 presents examples of both arranged and scattered 
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coconut shells, providing comprehensive coverage of 

real-world industrial scenarios. 

 

Figure 3. Examples of Data Collection Results, (a) arranged coconut 

shells, (b) scattered coconut shells 

The dataset was divided into 89% for training (1,432 

images) and 11% for validation (179 images), based on 

the total dataset size of 1,611 images. The training set 

was used for model learning, while the validation set 

was used for monitoring training progress and 

evaluating model performance. Each image underwent 

rigorous quality control inspection by certified coconut 

processing experts to ensure annotation accuracy and 

consistency with industrial standards.  

 

Figure 4. Annotation Process: (a) to (d) represent each class of 

coconut shells, (e) neatly arranged coconut shells, (f) scattered 

coconut shells 

The annotation and labeling process was conducted 

using the Roboflow application. Roboflow offers 

manual and semi-automatic features for annotation [34] 

and it supports various annotation file formats, 

including the COCO JSON format. The COCO JSON 

format is compatible with deep learning algorithms [35-

36] such as Mask R-CNN [37].  

Figure 4 demonstrates the detailed annotation process 

for each class of coconut shells, including both neatly 

arranged and scattered scenario. 

2.2 Hyperparameter Optimization Strategy 

The optimization strategy focuses on identifying the 

most effective configuration for industrial deployment. 

Three critical hyperparameters were systematically 

evaluated: epoch settings, data augmentation 

configurations, and backbone architecture selection. 

Table 2 presents the comprehensive hyperparameter 

optimization configuration used in this study. 

The steps-per-epoch parameter was fixed at 1000 to 

ensure consistent training intensity across all 

configurations for fair comparison. With a batch size of 

2 images per GPU using Google Colab Pro 

environment, this configuration provides multiple 

passes through the training dataset per epoch. Data 

augmentation was implemented using the imgaug 

library with a probabilistic approach: 83.3% of training 

images (5/6 probability) underwent augmentation, 

while the remaining 16.7% were kept in their original 

form to preserve natural data characteristics.  

Table 2. Hyperparameter Optimization Configuration  

Parameter Values Tested Rationale Expected Impact 

Backbone 

Architecture 

ResNet50 [38], [39], ResNet101[18], 

MobileNet [40], [41] 

Performance versus efficiency trade-off 

evaluation 

Accuracy and computational 

cost balance 

Epochs 20, 50, 100 Training convergence analysis across 

different durations 

Model learning completeness 

Data 

Augmentation 

Yes, No Generalization improvement assessment Robustness to real-world 

variations 

Image 

Resolution 

1024×1024 Standard industrial imaging requirement Processing quality 

consistency 

Learning Rate 0.001 Established optimal value from literature Training stability and 

convergence 

For augmented images, one transformation was 

randomly selected from five options: horizontal flip, 

vertical flip, rotation within ±45°, rotation within ±90°, 

or scale transformation between 0.5-1.5×. All geometric 

transformations were automatically applied to both 

images and their corresponding masks through the 

imgaug integration with Mask R-CNN, ensuring 

annotation consistency.  

This augmentation strategy aims to enhance the model's 

object recognition capabilities and reduce the likelihood 

of overfitting [42-44]. Each backbone configuration 

was trained independently with identical 

hyperparameters to ensure fair comparison across 

architectures, using the dataset split described in 

Section 2.1. 

2.3 Model Configuration and Training 

All models employed identical base configurations to 

ensure fair comparison across different architectures. 

The Mask R-CNN framework was utilized for its 

superior performance in object detection and 

classification tasks, with specific modifications to 

accommodate MobileNet integration. Table 3 details 

the standard model training configuration parameters 

used across all experiments. Table 4 presents the 

software and hardware environment used during model 

training to ensure reproducibility. Training procedures 

followed established best practices with identical data 

preprocessing pipelines across all experiments. Models 

were trained utilizing Google Colab Pro environments 

equipped with Tesla T4 GPUs to ensure computational 

consistency and reproducible results. Early stopping 
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mechanisms were implemented to prevent overfitting 

while ensuring adequate model convergence across all 

architectural variants. 

Table 3. Model Training Configuration Parameters 

Parameter Value 

Input Resolution 1024×1024 pixels 

Learning Rate 0.001 

Batch Size 2 

Steps per Epoch 1000 

IoU Threshold 0.5 

Max Instances 500 

Optimizer Adam 

Table 4. Training Environment Specifications 

Component Specification 

Platform Google Colab Pro (NVIDIA Tesla T4 

GPU) Python 3.8 

Core Libraries TensorFlow 2.5.0 OpenCV 4.8.1 

CUDA Stack nvidia-cuda-toolkit, cuDNN 8 

The overall architecture of the modified Mask R-CNN 

framework is presented in Figure 5, showing the 

integration of different backbone options and the 

complete processing pipeline from input to output. 

 

Figure 5. Overall Model Structure of Mask R-CNN. 

MobileNet integration required substantial architectural 

modifications since MobileNet is not natively 

supported by the Mask R-CNN framework. Figure 6 

shows the original MobileNet architecture with its 

characteristic depthwise separable convolutions. The 

comprehensive modifications required for MobileNet 

integration with FPN are illustrated in Figure 7, 

demonstrating the architectural adaptations necessary 

for multi-scale feature extraction compatible with the 

Mask R-CNN detection framework. 

 

Figure 6. Original MobileNet architecture [40-41]. 

2.4 Evaluation Metrics and Performance Assessment 

Comprehensive evaluation procedures address both 

technical performance and practical deployment 

requirements essential for industrial applications. The 

evaluation framework incorporates traditional machine 

learning metrics alongside deployment-specific factors 

critical for industrial implementation. Technical 

performance metrics include Mean Average Precision 

(mAP) for training and validation datasets, Intersection 

over Union (IoU) scores for segmentation accuracy 

assessment, class-wise precision and recall values for 

detailed performance analysis, and training and 

validation loss convergence patterns for optimization 
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verification. The Mask R-CNN model's performance is 

evaluated based on the loss value, where a lower loss 

indicates better performance. The loss function is a 

combination of Lcls (classification loss), Lbox 

(bounding box regression loss), and Lmask (mask 

prediction loss), calculated as Equation 1 [16]. 

Loss = Lcls+Lbox+Lmask              (1) 

Mean Average Precision (mAP) evaluation is utilized to 

compare the number of actual objects and correctly 

detected objects [45]. This method was chosen because 

it can combine precision and recall information in one 

metric and provide more accurate results in measuring 

the performance of the object recognition system [46]. 

The formula used in model evaluation is expressed in 

Equations 2-4. 

Precision =
TP

TP+FP
 (2) 

Recall = 
TP

TP+FN
 (3) 

mAP =
1

N
 ∑ 𝐴𝑃𝑖

𝑁
𝑖=1      (4) 

TP (True Positive) represents correctly detected objects 

with IoU ≥ 0.5 matching the ground truth class, FP 

(False Positive) represents incorrect detections either 

due to wrong class prediction or insufficient overlap 

(IoU < 0.5) with ground truth objects, FN (False 

Negative) represents ground truth objects that were not 

detected by the model, AP (Average Precision) is 

calculated as the area under the precision-recall curve 

for each individual class, and N represents the total 

number of classes in the classification task (N = 4 in this 

study, comprising Clean and Dry, Wet, Fibrous, and 

Wet and Fibrous categories). 

Intersection over Union (IoU) metric is commonly used 

in object detection and instance segmentation tasks to 

measure the extent of overlap between the predicted 

bounding box or mask and the corresponding ground 

truth [16]. The formula for IoU is as follows Equation 

5. 

IoU = 
area of intersection

area of union
 (5) 

Detection time and memory usage during the model's 

inference process are evaluated, both in an IDE and a 

Flask web application. Detection time, or inference 

time, measures how long the model takes to process an 

image and generate output. Shorter detection times are 

preferred for quicker processing, which is essential in 

real-time applications. Memory usage during inference 

is also tracked, as efficient use of memory is crucial for 

deployment on devices with limited resources. 

Detection time and memory usage are formally defined 

in Equations 6 and 7 respectively. 

 

Figure 7. Modification MobileNet + FPN Mask R-CNN.

Detection Time (DT) = ED – SD (6) 

DT, or Detection Time, is how long the model takes to 

process an input image and provide the output. In this 

formula, ED stands for 'End Detection' – the moment 

when the detection is finished, while SD is 'Start 

Detection' – the moment detection begins. 

Memory Usage (MU) = AMU - BMU (7) 

MU, or Memory Usage, indicates the memory the 

model uses during its inference phase, measured in 

megabytes (MB). BMU, which stands for Before-

Memory Usage, and AMU, After-Memory Usage, show 

the memory consumption before and after the model 

processes data. By using the Psutil library, we can 

accurately measure memory usage while the model is 

running, helping us keep an eye on how much system 

resource is being used. 

Deployment feasibility metrics encompass model file 

size (MB) for storage and transfer considerations in 

distributed systems, inference time (seconds) for real-

time processing requirements in production 

environments, memory usage (MB) during inference 

for hardware constraint evaluation, and training 

duration for development cycle and iterative 

improvement considerations. These metrics provide 

comprehensive assessment of practical deployment 

viability beyond traditional accuracy measures. 

Performance comparison across backbone architectures 

was conducted through direct metric evaluation, 

comparing mAP, IoU, inference time, and memory 

usage values obtained under identical experimental 

conditions. All configurations were trained with 

identical hyperparameters, ensuring fair comparison 

without confounding variables. The substantial 

performance differences observed between 
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architectures provide clear evidence for model selection 

decisions in industrial deployment contexts. 

2.5 Experimental Design and Implementation 

The experimental design employs a systematic factorial 

approach covering all hyperparameter combinations to 

ensure comprehensive evaluation. A total of 18 

experimental configurations were evaluated (3 

architectures × 3 epoch settings × 2 augmentation 

strategies), with each configuration tested multiple 

times to ensure statistical validity and reproducible 

results. This systematic approach enables identification 

of optimal configuration combinations while providing 

insights into parameter interaction effects. 

Performance evaluation follows a two-stage process 

designed to efficiently identify optimal configurations. 

Initial screening based on validation accuracy identifies 

promising configurations from the comprehensive 

parameter space. Subsequently, comprehensive 

evaluation of top-performing configurations across all 

deployment metrics ensures both technical excellence 

and practical applicability of final recommendations. 

This approach balances thorough evaluation with 

computational efficiency while providing actionable 

insights for industrial implementation. At this phase, a 

web service was developed to integrate the Mask R-

CNN trained model into a web application using Python 

with the Flask framework. The Flask website is 

organized into three main folders: app, view, and Mask-

RCNN, with the app folder containing Python files for 

connecting the model to the Mask R-CNN library and 

sending processed data as detected coconut shell images 

to the web interface. To ensure reproducibility of 

deployment evaluation results, Table 5 details the 

hardware and software environment used for web 

deployment testing. Inference was conducted on CPU 

without dedicated GPU acceleration, intentionally 

simulating resource-constrained conditions 

representative of small-scale industrial deployments. 

Table 5. Web Deployment Testing Environment Specifications 

Component Specification 

Device ASUS Zenbook Flip S UX371 (Intel® 

Core™ i7-1165G7, 2.8 GHz–4.7 GHz, 16 

GB LPDDR4x RAM 

Inference  Intel® Iris® Xe integrated graphics. 

Framework Flask (Python 3.8) 

3. Results and Discussions 

3.1 Dataset Statistics 

The annotation process resulted in a well-balanced 

dataset suitable for robust model training. Table 6 

presents the distribution of annotated objects across the 

four quality categories, demonstrating the 

comprehensive nature of the dataset. 

The class distribution reveals moderate imbalance, with 

Clean and Dry comprising the largest proportion (2,713 

objects, 30.4%) and Wet and Fibrous the smallest 

(1,624 objects, 18.2%). This imbalance is addressed 

through probabilistic data augmentation during training 

to prevent the model from developing bias toward 

majority classes. The average annotation density of 5.54 

objects per image reflects realistic industrial conditions 

where multiple coconut shells appear simultaneously in 

a single capture frame, validating the dataset's 

suitability for dense object detection tasks in industrial 

quality control scenarios. 

Table 6. Dataset Annotation Results 

No Class Name Objects Count 

1 Clean and Dry 2,713 

2 Wet 2,386 

3 Fibrous 2,199 

4 Wet and Fibrous 1,624 

Total  8,922 

3.2 Hyperparameter Tuning Results 

Comprehensive hyperparameter tuning was conducted 

to identify optimal configurations for each backbone 

architecture. Tables 7, 8, and 9 present the detailed 

results of hyperparameter optimization for MobileNet 

FPN, ResNet50 FPN, and ResNet101 FPN respectively, 

showing the progressive improvement in model 

performance with different parameter combinations. 

Table 7 shows the hyperparameter tuning results for 

MobileNet FPN, where the best performance was 

achieved with configuration 7, utilizing 1024px 

resolution, 100 epochs, 1000 steps-per-epoch, and data 

augmentation, resulting in 96% training mAP and 84% 

validation mAP. The hyperparameter optimization 

results for ResNet50 FPN are presented in Table 8, 

demonstrating consistent improvement with increased 

training duration and the application of data 

augmentation technique. Table 9 illustrates the 

ResNet101 FPN tuning results, which achieved the 

highest overall accuracy metrics among all tested 

architectures, with the best configuration reaching 97% 

training mAP and 91% validation mAP. The results 

clearly demonstrate that optimal performance across all 

backbones was achieved with 1024px image resolution, 

100 epochs, 1000 steps-per-epoch, and data 

augmentation enabled. This configuration provides the 

best balance between model accuracy and training 

efficiency. The experimental results reveal an important 

observation regarding training duration optimization. 

ResNet50-FPN at 512px resolution demonstrated clear 

signs of overfitting when trained for 100 epochs, with 

validation mAP decreasing from 86% at 50 epochs to 

78% at 100 epochs. This 8% performance degradation, 

despite continued training, indicates that the model 

began memorizing training data patterns rather than 

learning generalizable features beyond the optimal 

convergence point. This phenomenon is well-

documented in deep learning literature, where excessive 

training iterations can lead to reduced generalization 

capability. The observation reinforces the importance of 

monitoring validation metrics during training and 

validates our selection of higher resolution (1024px) 

configurations that demonstrated more stable 

convergence behavior across extended training 

durations. 
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Table 7. Hyperparameter Tuning MobileNet FPN Results 

No Image Resolution Epoch Steps-Per-Epoch Augmentation Train Loss Val Loss mAP@0.50 

train (%) 

mAP@0.50 

val (%) 

1 512px 20 500 No 0.4218 0.8131 53 44 

2 512px 50 500 No 0.3079 0.6177 72 86 

3 512px 100 500 No 0.2263 0.4414 87 78 

4 1024px 20 500 Yes 0.4338 0.5614 68 83 

5 1024px 50 500 Yes 0.3478 0.4980 89 83 

6 1024px 100 500 Yes 0.2096 0.6771 90 83 

7 1024px 100 1000 Yes 0.1801 0.5981 96 84 

Table 8. Hyperparameter Tuning ResNet50 FPN Results 

No Image Resolution Epoch Steps-Per-Epoch Augmentation Train Loss Val Loss mAP@0.50 

train (%) 

mAP@0.50 

val (%) 

1 512px 20 500 No 0.3029 0.3888 72 69 

2 512px 50 500 No 0.2343 0.3774 89 86 

3 512px 100 500 No 0.1519 0.4022 85 78 

4 1024px 20 500 Yes 0.3888 0.7582 91 86 

5 1024px 50 500 Yes 0.3774 0.7065 90 82 

6 1024px 100 500 Yes 0.2750 0.5054 90 84 

7 1024px 100 1000 Yes 0.1344 0.5887 95 88 

Table 9. Hyperparameter Tuning ResNet101 FPN Results 

No Image Resolution Epoch Steps-Per-Epoch Augmentation Train Loss Val Loss mAP@0.50 

train (%) 

mAP@0.50 

val (%) 

1 512px 20 500 No 0.2874 0.4079 69 65 

2 512px 50 500 No 0.1917 0.3101 78 60 

3 512px 100 500 No 0.1601 0.4704 90 60 

4 1024px 20 500 Yes 0.2983 0.4958 85 76 

5 1024px 50 500 Yes 0.1673 0.5301 91 82 

6 1024px 100 500 Yes 0.1473 0.3816 92 86 

7 1024px 100 1000 Yes 0.1242 0.3825 97 91 

3.3 Model Performance Comparison 

Based on the hyperparameter tuning results, the best-

performing models from each backbone were selected 

for detailed comparison. Table 10 presents a 

comprehensive comparison of best model 

configurations across architectures, while Table 11 

compares model file sizes and training durations. The 

results reveal a clear performance hierarchy: 

ResNet101-FPN > ResNet50-FPN > MobileNet-FPN in 

terms of mAP, reflecting the fundamental trade-off 

between model capacity and computational efficiency. 

Specifically, ResNet101-FPN achieves the highest 

validation mAP (91%) due to its deeper architecture 

enabling extraction of complex hierarchical features 

essential for distinguishing subtle texture differences 

between coconut shell quality classes. 

Table 10. Comparison of Best Model Evaluation Results 

Backbone mAP@0.50 train (%) mAP@0.50 val (%) Mean IoU train (%) Mean IoU val (%) 

MobileNet FPN 96 84 91 82 

ResNet50 FPN 95 88 94 89 

ResNet101 FPN 97 91 94 87 

Table 11. Comparison of Training Results 

Backbone Model File Size Training Duration 

MobileNet FPN 85.2 MB 04:52:12 

ResNet50 FPN 171.9 MB 05:20:24 

ResNet101 FPN 244.1 MB 07:11:50 

However, this accuracy advantage comes at substantial 

computational cost. As shown in Table 11, ResNet101-

FPN requires 2.87× larger model size (244.1 MB vs 

85.2 MB) and 1.47× longer training time compared to 

MobileNet-FPN. MobileNet-FPN, despite achieving 

7% lower validation mAP, demonstrates optimal 

balance for industrial deployment. Its lightweight 

architecture utilizing depthwise separable convolutions 

reduces computational complexity while maintaining 

sufficient feature extraction capability. Small-scale 

charcoal briquette producers can deploy MobileNet-

FPN on standard web servers without expensive GPU 

hardware. Table 12 presents generalization gap analysis 

across backbone architectures. MobileNet-FPN exhibits 

a 12% mAP gap (96% training vs 84% validation), 

indicating moderate overfitting due to fewer trainable 

parameters (approximately 3.4 million). Despite this 

larger gap, the 84% validation mAP remains practically 

acceptable for industrial deployment. ResNet50-FPN 

demonstrates optimal generalization with only 7% gap, 

while ResNet101-FPN achieves the smallest gap (6%) 

but the marginal improvement does not justify the 42% 

increase in model size. Table 13 presents class-wise 

performance analysis for MobileNet-FPN. The analysis 

reveals significant performance variation, with 

AP@0.50 ranging from 91.2% (Clean and Dry) to 

74.8% (Wet and Fibrous) a substantial 16.4 percentage 



Zikra et al            Jurnal RESTI Vol. 10 No. 2 (2026) 

 

 

                                                                                 383 

 

point gap. The "Clean and Dry" class achieves highest 

performance due to distinctive visual characteristics 

including uniform brightness and consistent 

appearance.  The "Wet and Fibrous" class presents the 

greatest classification challenge with lowest AP 

(74.8%). This difficulty stems from classification 

confusion due to three factors: (1) Feature Overlap—

this class combines characteristics of both "Wet" and 

"Fibrous" categories (2) Class Imbalance—with only 

1,624 objects (18.2% of dataset), this class has smallest 

representation (3) High Intra-class Variability—some 

specimens approach "Wet" characteristics while others 

approach "Fibrous" characteristics. Practical 

implications: approximately 25% of "Wet and Fibrous" 

predictions may be misclassified. We recommend 

implementing a confidence threshold of 0.75 for this 

class, flagging low-confidence predictions for manual 

verification. 

3.4 Testing Results 

Model testing was conducted in both IDE and web 

environments to evaluate real-world performance and 

reveal the deployment gap. Table 14 presents detailed 

testing results in the IDE environment, while Table 15 

presents the corresponding results in the web Flask 

environment, with memory consumption measured as 

incremental usage (Δ MB) and mean inference time 

calculated as arithmetic mean across all six scenarios. 

The testing results reveal significant performance 

differences between environments. MobileNet-FPN 

demonstrates remarkable consistency with average 

inference times of 2.85s (IDE) and 4.79s (Web). In 

contrast, ResNet101-FPN exhibits severe degradation 

in high-density scenarios, with inference times 

exceeding 13 seconds and memory consumption 

reaching 68.22 MB on the web platform. Figure 8 

visualizes the scenario testing results. Table 16 presents 

statistical analysis of model performance across 

deployment environments.  

 

Figure 8. Scenario Testing Result 

MobileNet-FPN demonstrates the lowest variance (SD 

= ±0.98s IDE, ±2.41s Web) compared to ResNet101-

FPN (SD = ±4.08s IDE, ±4.67s Web), indicating more 

predictable inference behavior essential for industrial 

applications. The non-overlapping 95% confidence 

intervals confirm statistically significant performance 

differences (p < 0.05).  

The practical consequence is clear: models optimized 

purely for accuracy in IDE environments may fail to 

meet real-time requirements in production. For charcoal 

briquette quality inspection, MobileNet-FPN's 

consistent sub-5-second inference ensures practical 

viability. 

Table 12. Generalization Gap Analysis Across Backbone Architectures 

Backbone Train mAP@0.50 (%) Val mAP@0.50 (%) Gap (%) Learning Behavior Interpretation 

MobileNet-FPN 96 84 12 Moderate Overfitting Acceptable for deployment 

ResNet50-FPN 95 88 7 Mild Overfitting Best generalization balance 

ResNet101-FPN 97 91 6 Mild Overfitting Good but resource-intensive 

Table 13. Class-wise Performance Analysis for MobileNet-FPN 

Class Object Count Precision (%) Recall (%) AP@0.50 (%) F1-Score Difficulty 

Clean and Dry 2,713 92.4 90.1 91.2 0.912 1 (Easiest) 

Wet 2,386 86.3 82.8 84.5 0.845 2 

Fibrous 2,199 84.1 80.6 82.3 0.823 3 

Wet and Fibrous 1,624 76.8 73.2 74.8 0.750 4 (Hardest) 

Overall (mAP) 8,922 84.9 81.7 84.2 0.833 - 

Table 14. Image Testing Scenarios (IDE) 

Scenario ResNet101 FPN  ResNet50 FPN  MobileNet FPN  

 Runtime (s) Memory (ΔMB) Runtime (s) Memory (ΔMB) Runtime (s) Memory (ΔMB) 

1 5.41 1.05 3.10 1.48 2.38 2.6 

2 4.61 1.97 2.95 1.87 2.44 3.73 

3 4.64 18.43 3.33 19.19 2.26 6.53 

4 4.30 11.19 4.22 21.07 2.42 6.94 

5 12.88 46.33 8.92 30.65 4.91 16.1 

6 12.62 37.61 9.29 17.91 2.70 11.44 

Table 15. Image Testing Scenarios (Web Flask) 

Scenario ResNet101 FPN 
 

ResNet50 FPN 
 

MobileNet FPN 
 

 
Runtime (s) Memory (ΔMB) Runtime (s) Memory (ΔMB) Runtime (s) Memory (ΔMB) 

1 3.43 1.97 3.42 2.67 2.40 3.83 

2 3.24 3.04 3.26 2.60 2.60 2.64 

3 4.23 39.14 3.20 25.18 2.60 17.10 

4 3.74 28.47 4.28 27.87 6.21 16.11 

5 13.21 68.22 10.20 45.11 7.62 19.20 

6 13.16 56.19 11.13 35.98 7.31 19.20 
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Table 16. Statistical Analysis of Model Performance Across Deployment Environments 

Backbone Env Mean Runtime (s) SD (s) 95% CI (s) Mean Memory (ΔMB) SD (MB) 

MobileNet-FPN IDE 2.85 ±0.98 [1.82, 3.88] 7.89 ±5.12 

MobileNet-FPN Web 4.79 ±2.41 [2.27, 7.31] 13.01 ±7.18 

ResNet50-FPN IDE 5.30 ±2.89 [2.27, 8.33] 15.36 ±10.58 

ResNet50-FPN Web 5.92 ±3.57 [2.18, 9.66] 23.24 ±15.71 

ResNet101-FPN IDE 7.41 ±4.08 [3.13, 11.69] 19.43 ±17.21 

ResNet101-FPN Web 6.84 ±4.67 [1.95, 11.73] 32.84 ±24.55 

3.5 Web Application Interface 

The developed web application provides an intuitive 

interface for practical industrial use. Figure 9 

demonstrates the user-friendly web interface and real-

time classification results, illustrating the successful 

implementation of the optimized model in an industrial 

setting. 

The application is developed using the Flask framework 

with Python 3.8, enabling seamless integration between 

the trained MobileNet-FPN model and a browser-

accessible web interface. Users can upload coconut 

shell images through the upload panel, select the 

preferred detection backbone, and receive instant 

quality classification results overlaid on the original 

image with color-coded bounding boxes. The system 

displays detected objects per quality category along 

with confidence scores and aggregate object counts, 

directly supporting procurement decisions at industrial 

receiving stations.  

From a practical deployment perspective, the web 

application operates on standard CPU hardware without 

requiring dedicated GPU infrastructure, making it 

accessible to small-scale charcoal briquette producers 

with limited technical resources. The interface presents 

classification results in a structured table format 

showing object counts and pricing fields per quality 

category. This design philosophy prioritizes usability 

over technical complexity, ensuring that operators 

without deep learning expertise can effectively utilize 

the system for routine quality assessment tasks, directly 

addressing the democratization of AI-powered quality 

control in the coconut shell processing industry. 

 

Figure 9. The interface of the website application and the results of 

image scenario testing 

3.6 Discussion 

To the best of the authors' knowledge, no prior study 

has specifically addressed multi-class coconut shell 

quality classification with systematic cross-platform 

deployment evaluation. Therefore, comparison is 

conducted against studies sharing methodological or 

domain relevance: coconut-related detection [14], [18], 

lightweight deployment on constrained hardware [21], 

[23-24], and instance segmentation for agricultural 

quality assessment. Table 17 presents this structured 

comparison. 

Table 17. Comparison with Related Studies on Deep Learning-Based Agricultural Quality Assessment and Deployment 

Study Method Application Dataset  Performance Deployment 

Parvathi & Tamil Selvi [14] Faster R-CNN Coconut maturity (3) Not reported 87.5% Accuracy IDE only 

Shafi et al. [21] MobileNet SSD Defect detection Not reported 92.5% precision Raspberry 

PI 

Pan et al. [23] Mask-RT DETR Wheat lodging 

detection 

Not reported 39% Speedup Nvidia 

Jetson 

Guragain et al. [24] FP16 quantization Mushroom disease Not reported 53% Time 

reduction 

Mobile 

Android 

Zikra et al. [18] Mask R-CNN Coconut shell  1,611 images Not reported IDE only 

This Study Mask R-CNN 

MobileNet-FPN 

Coconut shell quality 

(4 classes) 

1,611 images 84% 

mAP@0.50 

IDE Web 

To contextualize our contributions, Table 17 presents a 

structured comparison with relevant prior studies across 

method, application domain, dataset, performance, and 

deployment evaluation dimensions. The comparison 

reveals three key differentiators of this study. 

First, regarding classification complexity: compared to 

Parvathi and Tamil Selvi [14], who achieved 87.5% 

detection accuracy for coconut maturity using Faster R-

CNN with three classes, our MobileNet-FPN achieves 

84% mAP@0.50 for the more challenging four-class 
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quality classification with simultaneous instance 

segmentation demonstrating competitive performance 

on a harder task. 

Second, regarding deployment evaluation breadth: 

while Shafi et al. [21] reported 92.5% precision on 

Raspberry Pi within a controlled single-device scenario, 

our study conducts comprehensive cross-platform 

evaluation across both IDE and web deployment 

environments, revealing that IDE performance 

overestimates deployment capability by 15–40%—a 

finding not systematically addressed in previous 

studies. 

Third, regarding practical industrial accessibility: while 

Pan et al. [23] and Guragain et al. [24] demonstrate 

promising results through TensorRT edge deployment 

and FP16 mobile quantization respectively, these 

approaches require specialized hardware or mobile 

SDK integration. Our Flask-based web deployment 

enables access via standard web browsers without 

specialized client infrastructure, directly addressing the 

practical needs of small-scale charcoal briquette 

producers. 

Our observation of performance degradation aligns 

with Pan et al. [23], who demonstrated 39% inference 

speedup through TensorRT optimization, confirming 

that deployment optimization is essential for bridging 

the gap between laboratory and industrial performance. 

Unlike the previous study by Zikra et al. [18] that 

focused exclusively on IDE-based evaluation, our 

analysis reveals the critical importance of deployment 

environment consideration, with memory usage 

increasing by 65% and inference time variance 

doubling in high-density web deployment scenarios. 

The comprehensive evaluation results provide valuable 

insights into the practical deployment of deep learning 

models for industrial applications, with several key 

findings summarized in Section 4 (Conclusions). 

4. Conclusions 

This study successfully bridges the critical gap between 

theoretical deep learning model development and 

practical industrial deployment for coconut shell quality 

identification in charcoal briquette production. Through 

comprehensive evaluation across both IDE and web 

deployment environments, we have demonstrated that 

model performance in development settings does not 

necessarily translate to production success, revealing 

performance degradation patterns that have been 

overlooked in previous research focusing solely on 

IDE-based metrics. 

The backbone modification replacing ResNet-101 with 

MobileNet-FPN proves essential for deployment. 

While ResNet101-FPN achieves highest accuracy, 

MobileNet-FPN emerges as the optimal solution with 

significantly fewer computational resources, ideal for 

resource-constrained environments. 

The creation of a comprehensive dataset comprising 

1,611 images with 8,922 annotated objects across four 

quality classes represents a valuable contribution to the 

field, enabling future research in agricultural product 

quality assessment. More importantly, the successful 

deployment of a Flask-based web application 

demonstrates that sophisticated AI capabilities can be 

made accessible to small-scale charcoal briquette 

producers without requiring substantial infrastructure 

investments. This democratization of technology has 

the potential to improve product quality across the 

industry by enabling efficient raw material assessment 

without the need for manual inspection at distant 

supplier locations. 

Our findings emphasize that deployment-aware 

optimization must become a standard consideration in 

deep learning research. The significant performance 

variations observed between IDE and web 

environments, particularly in memory usage and 

inference times under high object density scenarios, 

highlight the importance of evaluating models in their 

intended deployment contexts. This research provides a 

blueprint for developing practical AI solutions that 

balance theoretical performance with real-world 

constraints, ensuring that technological advances 

translate into tangible benefits for industry 

stakeholders.  

Future research should pursue several concrete 

directions to advance this work. First, implementing 

INT8 quantization could further reduce model size by 

approximately 75%, enabling deployment on low-

power edge devices such as Raspberry Pi and NVIDIA 

Jetson Nano. Second, converting the model to 

TensorRT and ONNX formats could achieve 2-4× 

inference speedup for cross-platform deployment. 

Third, knowledge distillation from ResNet101-FPN to 

MobileNet-FPN may recover accuracy while 

maintaining deployment efficiency. Fourth, 

comprehensive benchmarking across edge devices 

would establish practical deployment guidelines for 

various industrial budget constraints. Finally, 

integration with IoT sensors could enable automated 

continuous quality monitoring throughout the 

production pipeline. 
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