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Abstract

Stroke is the second leading cause of death globally and significantly contributes to long-term disability. While machine
learning techniques have been increasingly used for early stroke detection, their performance is often limited by imbalanced
data distributions that bias classification outcomes. This study aims to investigate the effectiveness of three oversampling
techniques—SMOTE, Borderline-SMOTE, and SVM-SMOTE—in improving stroke classification performance on imbalanced
datasets. Oversampling methods are applied to balance class distributions, followed by the implementation of Random Forest
and XGBoost classifiers for stroke prediction. Experimental results demonstrate that oversampling techniques substantially
improve classification performance, particularly in the Matthews Correlation Coefficient (MCC) and Area Under the Curve
(AUC) metrics. Among the tested methods, Borderline-SMOTE yields the best performance, achieving accuracies of 96.45%
with Random Forest and 96.41% with XGBoost. Moreover, it increases MCC by 87.51% and AUC by 45.40% for Random
Forest, and MCC by 76.52% and AUC by 41.81% for XGBoost, compared without oversampling. The results demonstrate that
Borderline-SMOTE effectively addresses data imbalance, enhances model robustness, and improves the detection of minority
stroke cases in classification tasks.
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1. Introduction

The World Health Organization (WHO) reports that
stroke ranks as the second leading cause of death
globally and significantly contributes to long-term
disability. [1]. Early detection and prompt medical
treatment are crucial for reducing the risk of serious
complications and death [2]. Recently, machine
learning methods have demonstrated promising
potential in aiding the medical diagnosis process [3] -
[5]. However, the implementation of machine learning
still encounters challenges, one of which is data
imbalance; In particular, the proportion of non-stroke
patients is substantially higher than that of stroke
patients [1]. This imbalance causes the predictive model
to exhibit a bias in favor of the majority class, resulting
in suboptimal performance when predicting cases in the
minority class.

An effective strategy for mitigating data imbalance
involves employing oversampling techniques, which

enhance the representation of the minority class to
achieve a more balanced class distribution [6]. This
method reduces the tendency of machine learning
models to favor the majority class and improves their
capacity to identify patterns within the minority class by
augmenting its data representation [7]. By achieving a
more Dbalanced class distribution, the model’s
performance in identifying minority classes—
particularly recall and AUC—can be significantly
improved. Commonly used oversampling methods
include Synthetic Minority Over-sampling Technique
(SMOTE), Borderline-SMOTE, and SVM-SMOTE,
each of which employs distinct strategies to generate
synthetic samples.

Previous research [8] performed stroke classification
using the Support Vector Machine (SVM) algorithm,
attaining an accuracy of 78.86%, a precision of 73.98%,
and a recall of 56.75%. However, this study did not
apply any resampling methods to address data
imbalance. In contrast, another study [9] utilized the
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SMOTE  oversampling technique in  stroke
classification with the Random Forest algorithm,
resulting in improved accuracy of 93.6%, precision of
91.4%, recall of 96.1%, and an Fl-score of 93.7%.
Additionally, research [10] employed the Naive Bayes
algorithm for stroke classification, achieving an
accuracy of 92.48%, but it did not investigate methods
for addressing imbalanced data.

Research [11] addresses the issue of stroke data
imbalance by applying SMOTE to improve the
performance of the Multivariate Adaptive Regression
Splines (MARS) model. The findings indicate that
integrating SMOTE with the MARS model effectively
improves stroke prediction accuracy, thereby
supporting early detection and prevention efforts. In a
related study [12], the effect of oversampling on SVM
performance in stroke classification was investigated.
The results demonstrated that oversampling
significantly enhances the predictive accuracy of the
SVM model for stroke classification.

Existing research on stroke classification has primarily
focused on the application of a single classification
algorithm or resampling method, thus limiting a
comprehensive understanding of the influence of
different oversampling techniques on improving the
performance of classification methods. This has
resulted in a crucial research gap: the lack of a
systematic investigation into the use of multiple
resampling methods to address class imbalance in
stroke prediction tasks. To bridge this research gap, the
present study proposes a novel framework that
integrates three oversampling techniques: the SMOTE,
SVM-SMOTE, and Borderline-SMOTE, with two
classifiers, namely Random Forest and XGBoost, to
deeply examine their effectiveness and contribution to
predictive performance.

2. Methods

The research flow is essential for ensuring that each
process functions systematically, starting with data
collection and concluding with the final evaluation of
the model. Presenting this process as a flowchart aims
to enhance understanding of the workflow and visually
depict the relationships among the various steps. In this
study, the process comprises several stages: data
collection and preprocessing, handling data imbalance,
selecting appropriate classification algorithms, training
and testing the model, and evaluating its performance.
These stages are comprehensively depicted in Figure 1.

This study uses a health dataset from Kaggle.com to
predict stroke. The dataset comprises 5110 instances
and 11 attributes that capture demographic information
and medical conditions potentially associated with
stroke risk factors. The features utilized in this study are
presented in Table 1.

Data Preprocessing
1. Handling missing values with mean
Stroke Dataset values
Collection 712. Label Encoding
3. Oversampling
J
Building - Performance
Modelling - Evaluation
Figure 1. Research Flow
Table 1. Sample Dataset Stroke
No Gender Age  Hyperten BMI  Stroke
sion
1 Male 67 0 36.6 1
2 Female 61 0 NA 1
5109  Male 51 0 25.6 0
5110 Female 44 0 26.2

The next stage involves preprocessing, which includes
handling missing values, converting categorical data
using label encoding, and balancing the dataset through
oversampling. Addressing missing values is crucial to
preventing distortion in the results. Label encoding
helps in processing non-numeric attributes effectively.
Oversampling is employed to mitigate class imbalance
between the majority and minority classes within the
dataset.

The stroke dataset comprises only 4.87% of cases,
leading to class imbalance. To address this issue,
researchers applied oversampling techniques using
SMOTE, Borderline-SMOTE, and SVM-SMOTE
concurrently. SMOTE generates synthetic samples
through interpolation among minority instances [13],
[14]. Borderline-SMOTE concentrates on the border
regions that are susceptible to misclassification [15],
while SVM-SMOTE leverages the SVM hyperplane to
identify areas for generating synthetic data [16]. After
achieving balance in the dataset, the researchers moved
on to the classification phase, employing the Random
Forest and XGBoost algorithms with default
hyperparameters. These algorithms were selected for
their capability to handle high-dimensional data and to
construct accurate, robust classification models.
Random Forest mitigates overfitting by combining
predictions from multiple trees. In contrast, XGBoost is
known for its speed and performance, particularly with
large datasets containing many features. This study
examines the effectiveness of integrating oversampling
techniques with classification algorithms to improve
stroke prediction accuracy, using stratified sampling
(80% training, 20% testing) to maintain consistent class
distribution.

Researchers evaluated combinations of oversampling
techniques and classification algorithms using a
confusion matrix and calculated accuracy, MCC, and
AUC to assess model performance. AUC was
highlighted as a key metric for measuring classification
effectiveness under imbalanced data conditions. The
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Matthews Correlation Coefficient (MCC) quantifies the
correlation between the predicted and actual class labels
[17]. Since it accounts for all components of the
confusion matrix, MCC is considered one of the most
reliable indicators for assessing classification models,
particularly in scenarios with imbalanced class
distributions. MCC values range from -1 to +1, where
+1 signifies perfect predictions, 0 denotes random
predictions, and -1 indicates entirely incorrect or
opposite predictions relative to the actual conditions.
This evaluation enabled researchers to identify the most
effective combination of methods for enhancing
classification performance on imbalanced data. The
formulas for accuracy [18], [19], MCC, and AUC are
detailed in Equations (1), (2), and (3).TP and TN
represent correct predictions for stroke and non-stroke
cases, respectively, while FP and FN indicate incorrect
predictions where the model misclassifies stroke
presence or absence.

TP+TN

Accuracy = errnaE )
_ (TPXTN )~ (FPXFN)

MCC = /TP+FP)(TP+FN)(TN+FP)(TN+FN) @

AUC = Sensitivity -;- Specificity (3)

3. Results and Discussions

This section presents the results of the modeling process
based on stroke data that underwent preprocessing,
along with an analysis of the model's performance.
Researchers addressed 202 missing values in the BMI
attribute through mean imputation to preserve data
quality. Categorical variables were label-encoded for
model training, and the dataset was imbalanced, with
stroke cases representing only 4.87% of the data. The
study addressed the data imbalance—where the model
favored the majority class—by applying SMOTE,
Borderline-SMOTE, and SVM-SMOTE, as illustrated
in Figure 2. Figure 2 depicts the outcomes of the
SMOTE, SVM-SMOTE, and Borderline-SMOTE
oversampling  techniques. Both SMOTE and
Borderline-SMOTE yield balanced class distributions,
whereas SVM-SMOTE emphasizes the quality of
synthetic data near the hyperplane, leading to an
unbalanced distribution. Following oversampling,
researchers evaluated the performance of Random
Forest and XGBoost using an 80% training and 20%
test split. In this study, each classification method has
specific parameters that serve to optimize model
performance. Parameters were determined by adjusting
the data characteristics. Details of the classification
method parameters used are shown in Table 2. Then,
performance metrics were assessed using accuracy,
MCC, and AUC.

According to Figure 3, the Random Forest algorithm
demonstrates high accuracy in classifying non-stroke
patients, achieving 968 true negatives and four false
positives. However, it struggles to detect stroke cases,
identifying only one true positive and producing 49

false negatives. Such behavior suggests that while the
model is reliable for the majority class, it is less
effective at recognizing the minority class. Similarly,
Figure 4 illustrates the performance of the XGBoost
algorithm, which accurately classifies 962 non-stroke
patients and five stroke patients but still results in 45
false negatives and 10 false positives. The difficulties in
identifying the stroke class in both models highlight the
challenges associated with data imbalance, indicating
the need for oversampling techniques to enhance the
accurate detection of minority classes.

Table 2. Parameters in the Classification Method Used

Parameter of Random Forest Parameter of XGBoost
Parameter Values  Parameter Values
n_estimators 100 eval_metric logloss
max_depth none max_leaves 0
criterion gini max_depth 6
Max_features leaf sqrt learning_rate 0.3
min_samples_split 2 use_label_enc  False

oder

Data Distribution Following Variant Oversampling
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Figure 2. Data Distribution After Oversampling

Confusion Matrix Results of Random Forest

No Stroke

True Label

Stroke - 49 1

No Stroke stroke
Predicted Label

Figure 3. Random Forest Confusion Matrix on Original Data

Confusion Matrix Results of XGBoost

No Stroke

True Label

Stroke - 45 5

No Stroke Stroke
Predicted Label

Figure 4. XGBoost Confusion Matrix on Original Data

Based on Figure 5, which displays the confusion matrix
of the classification results using the Random Forest
algorithm with the SMOTE oversampling technique,
the model demonstrates excellent performance in
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classifying both classes. A total of 899 instances of the
“no stroke” class were accurately classified (true
negative), and 941 instances of the stroke class were
correctly identified (true positive). There were only 31
cases of stroke misclassified as “no stroke” (false
negative) and 74 instances of “no stroke” predicted as
stroke (false positive). These findings indicate that
using SMOTE significantly enhances the model's
ability to detect minority classes, leading to better
balance between sensitivity and specificity and more
reliable classification of imbalanced datasets.

In Figure 6, the XGBoost model with SMOTE also
shows strong classification results, with a high number
of correct predictions in both classes. A total of 911
instances of the “no stroke” class were accurately
predicted, while only 62 instances were misclassified.
The model effectively recognized 939 instances of the
stroke class and made only 33 false predictions (false
negatives). This result reflects a very high recall rate for
the minority class after applying SMOTE to address the
imbalance in data distribution. With this performance,
the model demonstrates high effectiveness in
classification tasks that require sensitivity to the
positive class, particularly in the medical field.

Confusion Matrix Results of Random Forest Method on SMOTE Data

800

No Stroke 899 74
600
- 400

Stroke - 31 941
-200

No Si:roke Stroke
Predicted Label

True Label

Figure 5. Random Forest Confusion Matrix on SMOTE Data

Confusion Matrix Results of XGBoost Method on SMOTE Data

800
No Stroke 62
600
- 400
Stroke - 33
- 200

No Stroke Stroke
Predicted Label

True Label

Figure 6. XGBoost Confusion Matrix on SMOTE Data

The Borderline-SMOTE model combined with the
Random Forest algorithm, as illustrated in Figure 7,
demonstrates excellent classification performance,

achieving high accuracy in detecting both classes.
Specifically, 924 instances of the “no stroke” class were
correctly classified, while 49 instances were incorrectly
categorized as belonging to the stroke class.
Additionally, the model successfully recognized 947
instances in the stroke class, with 25 instances
mispredicted as false negatives. These results indicate a
commendable balance between precision and recall,
particularly when addressing imbalanced data. The
application of Borderline-SMOTE enhances the
model's capability to identify minority samples near the
classification boundary, thereby strengthening its
generalization ability and rendering this combination
reliable for classification tasks involving imbalanced
data distributions.

Confusion Matrix Results of Random Forest Method on Borderline-SMOTE Data

800
No Stroke 924 49
600
- 400
Stroke - 25 947
- 200

No Stroke Stroke
Predicted Label

True Label

Figure 7. Random Forest Confusion Matrix on Borderline-SMOTE
Data

In contrast, the Borderline-SMOTE model utilizing the
XGBoost algorithm, as depicted in Figure 8, exhibits
even more optimal performance. This model correctly
classified 927 instances of the “no stroke” class, with
only 46 being misclassified. It also accurately identified
946 instances in the stroke class, with 26 instances
mispredicted. This combination achieves excellent
levels of accuracy, precision, and recall, bolstered by
XGBoost's proficiency in managing complex data and
mitigating overfitting. Overall, these findings confirm
that the integration of Borderline-SMOTE with
XGBoost represents a superior strategy for addressing
classification challenges in datasets with imbalanced
class distributions.

Confusion Matrix Results of XGBoost Method on Borderline-SMOTE Data

800
No Stroke 927 46
600
- 400
Stroke - 26 946
- 200

No S;:roke Stroke
Predicted Label

True Label

Figure 8. the XGBoost Confusion Matrix on Borderline-SMOTE
Data
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The SVM-SMOTE model combined with the Random
Forest algorithm, as illustrated in Figure 9,
demonstrates excellent classification performance. A
total of 931 instances in the “no stroke” class were
accurately classified, with only 42 instances
misclassified. This model also correctly classified 526
instances in the stroke class, while 31 instances were
misclassified. The integration of the SVM-SMOTE
technique with Random Forest has proven effective in
addressing data imbalance, resulting in a precise and
stable model that maintains a balance between
sensitivity and specificity.

In contrast, the SVM-SMOTE model utilizing the
XGBoost algorithm, shown in Figure 10, also exhibits
strong performance. It accurately classified 932
instances in the “no stroke” class, with only 41 instances
misclassified. Additionally, it successfully classified
526 instances in the stroke class, with 31 instances
misclassified. This advantage indicates that the
combination of SVM-SMOTE with XGBoost produces
a balanced model in terms of accuracy, precision, and
recall. With low rates of false positives and false
negatives, this model is particularly well-suited for
application in medical prediction systems where data
may be imbalanced.

Confusion Matrix Results of Random Forest Method on SVM-SMOTE Data

No Stroke

True Label

-300
Stroke -
- 200

- 100

No Siroke

Stroke
Predicted Label

Figure 9. Random Forest Confusion Matrix on SVM-SMOTE Data

Confusion Matrix Results of XGBoost Method on SVM-SMOTE Data

800
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Figure 10. XGBoost Confusion Matrix on SVM-SMOTE Data

The results in Table 3 and Table 4 show that the
Random Forest method has a fairly high tendency
towards overfitting. This is demonstrated by the

performance on training data, which consistently
achieves 100% accuracy, MCC, and AUC across all
oversampling variants. Achieving perfect scores
indicates that the model tends to memorize training data
patterns without adequate generalization capabilities.
This condition is increasingly evident in the test results,
where the performance of Random Forest decreased,
especially on data without oversampling, which only
obtained an MCC of 4.91% and an AUC of 50.79%.
Although oversampling techniques such as SMOTE,
Borderline-SMOTE, and SVM-SMOTE effectively
enhanced performance on the test data, the substantial
gap between training and testing results provides strong
evidence of overfitting.

In contrast, the XGBoost method demonstrated more
stable performance and better generalization
capabilities. On training data, this model achieved near-
perfect results with an accuracy of around 99% and an
MCC above 95%, but did not reach 100%. This
indicates a mechanism for controlling model
complexity through regularization and limiting tree
depth. Performance on test data was also relatively
consistent, with an accuracy ranging from 94-96%, an
MCC between 90-93%, and an AUC above 91%. The
relatively small difference between training and testing
results confirms that XGBoost can balance learning on
training data with generalization on test data, resulting
in a lower risk of overfitting compared to Random
Forest.

Table 3. Performance Training Results of Classification Methods on
Each Oversampling Variant

Methods ~ Oversampling  Accuracy MCC AUC
Variant
Without 100% 100% 100%
Oversampling
SMOTE 100% 100% 100%
Random  Borderline- 100% 100% 100%
Forest SMOTE
SVM- 100% 100% 100%
SMOTE
Without 99.63% 95.97% 96.23%
Oversampling
SMOTE 99.27% 98.54% 99.98%
XGBoost  Borderline- 99.33% 98.66% 99.98%
SMOTE
SVM- 99.31% 98.52% 99.98%
SMOTE

Table 4 presents the evaluation results of the Random
Forest and XGBoost classification methods, which
show that the oversampling technique has a significant
effect on model performance, especially in overcoming
the problem of imbalanced data. Without using
oversampling, both Random Forest and XGBoost
recorded high accuracy, namely 94.81% and 94.62%,
respectively. However, the resulting MCC and AUC
values were very low, namely only 4.91% and 50.79%
for Random Forest and 16.10% and 54.49% for
XGBoost. These results indicate that both models tend
to predict the majority class and fail to identify the
minority class well.
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Table 4. Performance Test Results of Classification Methods on
Each Oversampling Variant

Methods  Oversampling  Accuracy MCC AUC
Variant
Without 94.81% 4.91% 50.79%
Oversampling
SMOTE 94.59% 89.29% 94.60%
Random  Borderline- 96.41% 92.42% 96.19%
Forest SMOTE
SVM- 95.29% 89.75% 95.06%
SMOTE
Without 94.62% 16.10% 54.49%
Oversampling
SMOTE 95.06% 90.27% 91.11%
XGBoost  Borderline- 96.45% 92.62% 96.30%
SMOTE
SVM- 95.26% 89.88% 95.11%
SMOTE
The implementation of oversampling methods,

including SMOTE, SVM-SMOTE, and Borderline-
SMOTE on Random Forest managed to increase the
MCC and AUC values significantly. Among the three
techniques, Borderline-SMOTE gave the best results
with an accuracy 0f 96.41%, MCC 0f 92.42%, and AUC
of 96.19%. The SVM-SMOTE technique also showed
competitive performance with an MCC of 95.29% and
an AUC of 95.06%. In the XGBoost algorithm, The
three oversampling techniques resulted in significant
improvements in model performance, particularly in
MCC and AUC. Among these methods, Borderline-
SMOTE achieved the highest accuracy of 96.45%., an
MCC 0f92.62%, and the highest AUC value of 96.30%.
Overall, this technique proved the most effective across
both algorithms, maintaining high accuracy while
simultaneously —improving Fl-score and AUC.
Therefore, the application of oversampling techniques
has been shown to substantially improve the
effectiveness of classification models, consistent with
previous research  [20]-[23] highlighting the
effectiveness of such techniques in improving machine
learning methods.

Based on the evaluation results using the MCC and
AUC metrics on the training data (Table 4) and testing
data (Table 5), especially on the original data, both
classification methods used showed strong indications
of overfitting. This can be seen from the significant
difference between performance on training data, which
achieved MCC and AUC values above 98%, with
performance on testing data which was only below 16%
for MCC and 50% for AUC. This significant difference
indicates that the model overfits to patterns in the
training data but fails to generalize to new data. This
condition occurs due to an imbalanced class
distribution, where the model prioritizes predictions for
the majority class (No Stroke) and ignores the minority
class (Stroke). As a result, despite high accuracy, MCC,
and AUC values on the training data, the model's
performance on the testing data is low, reducing the
validity of the classification results.

To overcome this challenge, the present study
introduces oversampling techniques to reduce
overfitting in stroke classification. Oversampling is

employed to balance the class distribution between the
majority and minority classes, ensuring that the model
does not solely learn patterns from the majority class
but can also effectively recognize patterns in the
minority class. The application of oversampling has
been shown to enhance performance on metrics
sensitive to class imbalance, such as the Matthews
Correlation Coefficient (MCC) and Area Under the
Curve (AUC), achieving MCC and AUC values of at
least 89% and 91%, respectively, on the test data. MCC
offers a more balanced evaluation of model
performance by accounting for both positive and
negative classes, whereas AUC reflects the model’s
overall ability to distinguish between these classes.
Consequently, the use of oversampling techniques can
improve model generalization, provide a more reliable
performance assessment, and reduce the likelihood of
overfitting. The results indicate that Borderline-
SMOTE outperforms both SMOTE and SVM-SMOTE.
Its strength lies in strategically creating synthetic
samples around the decision boundary between
minority and majority classes[24], [25]. By focusing on
these key boundary areas, the method enhances the
model’s ability to detect patterns in the minority class
while reducing noise and data overlap. Consequently,
Borderline-SMOTE consistently boosts performance
metrics—especially the AUC—and achieves more
precise class differentiation. Additionally, XGBoost has
demonstrated superiority over Random Forest when
classifying imbalanced data, such as stroke. This
advantage arises from its boosting approach, which
incrementally builds the model while concentrating on
correcting errors from previous iterations [26], [27].
Furthermore, XGBoost includes regularization features
and is adept at managing class imbalance, leading to
more accurate and stable predictions, particularly with
complex medical data. Ultimately, the combination of
Borderline-SMOTE and XGBoost yields the most
effective classification results in this study. This study
utilized only a small dataset, necessitating further
research with multiple larger datasets to test the
oversampling method more reliably. The findings of
this study have real-world healthcare implications. By
improving the ability of classification models to handle
imbalanced stroke datasets, the proposed method could
support more accurate identification of patients at risk
of stroke, particularly in minority groups often
overlooked by conventional models. Furthermore, this
approach can be integrated into hospital decision
support systems or telemedicine platforms, enabling
doctors to make more informed decisions and allocate
medical resources more effectively. In the long term,
applying these techniques across a wide range of
healthcare datasets could improve personalized care
strategies, optimize preventive care, and ultimately
contribute to better public health outcomes.

4. Conclusions

The research results demonstrate that the application of
the oversampling technique significantly enhances the
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performance of machine learning methods in stroke
classification scenarios. This technique effectively
addresses the imbalance in data distribution across
classes, making the model more sensitive to the
minority class and enabling it to generate predictions
with higher accuracy and AUC values. The findings
reveal that Borderline-SMOTE outperforms the
SMOTE and SVM-SMOTE techniques across all
classification methods assessed. The study finds that
Borderline-SMOTE  significantly improves model
accuracy and class differentiation in imbalanced
datasets, confirming its effectiveness. Future research
should combine oversampling with feature selection
and validate results on larger, more diverse datasets.
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