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Abstract. This research proposes a semantic-enhanced sentiment analysis framework that integrates dependency parsing, graph
attention networks, and prior sentiment knowledge to improve classification accuracy in Chinese online health community
texts. Comprehensive experiments conducted on 31,718 online health community comments demonstrate the effectiveness of
the proposed approach. The BERT-TBGH model achieves 90.77% accuracy, representing substantial improvements of 10.57%
and 7.79% over baseline TextCNN and BiLSTM models, respectively. Ablation studies reveal that incorporating sentiment
knowledge contributes 1.85% accuracy improvement, while character-level dependency syntactic information adds 1.00%. The
dual-channel architecture outperforms single-channel approaches, with TextCNN\BILSTM showing 0.64% and 3.57% F1-
score improvements over individual BiLSTM and TextCNN models. Graph Attention Networks demonstrate superior
performance compared to Graph Convolutional Networks for dependency parsing integration, with GAT-based models
achieving 0.86% higher accuracy than GCN alternatives.
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1. Introduction

The rapid advancement of internet technologies and increasing health information literacy among the general
population have transformed online health communities into pivotal platforms for health information seeking,
experience sharing, and social support provision [1]. This transformation has been further accelerated by strategic
national initiatives, including China's Healthy China Strategy and the Internet Plus Healthcare policies, which have
positioned online health communities as essential communication bridges connecting patients, healthcare
professionals, and medical institutions [2], [3]. These platforms have accumulated vast repositories of user-
generated content encompassing patient evaluations of medical services, treatment experiences, recovery progress
narratives, and detailed psychological state descriptions, creating unprecedented opportunities for understanding
patient emotions and improving healthcare service delivery [4].

However, sentiment analysis in online health communities presents formidable challenges that distinguish it
from conventional text classification tasks. User-generated content in these platforms typically exhibits
characteristics of brevity, colloquial expression, and implicit emotional representation that complicate automated
sentiment detection [5]. Traditional sentiment analysis approaches, including lexicon-based methods, rule-based
systems, and classical machine learning algorithms, demonstrate limited effectiveness in capturing deep semantic
features and exhibit poor transferability across different health community contexts [6]. The inherent complexity
of medical discourse, combined with the emotional vulnerability of patients discussing health concerns,
necessitates sophisticated analytical frameworks capable of understanding nuanced emotional expressions within
specialized domain contexts [7].

Recent advances in deep learning, particularly transformer-based models such as BERT (Bidirectional
Encoder Representations from Transformers), have demonstrated significant improvements in natural language
understanding tasks through enhanced semantic representation capabilities [8]. These developments have
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catalyzed research interest in applying neural architectures to healthcare sentiment analysis, with studies
demonstrating the superior performance of deep learning approaches over traditional methods in medical text
processing [9], [10]. Convolutional Neural Networks (CNNs) and Long Short-Term Memory (LSTM) networks
have shown particular promise in capturing local textual patterns and global sequential dependencies, respectively,
making them suitable candidates for dual-channel architectures in sentiment classification tasks [11].

The integration of syntactic information through dependency parsing has emerged as a promising avenue for
enhancing sentiment analysis performance by explicitly modeling grammatical relationships between words [12].
Graph Neural Networks, including Graph Convolutional Networks (GCNs) and Graph Attention Networks
(GATSs), have demonstrated effectiveness in leveraging structural information for various natural language
processing tasks [13], [14]. However, existing research in Chinese text processing faces a fundamental challenge:
traditional word-level dependency parsing information cannot be directly integrated with character-level BERT
embeddings, which represent the standard input format for Chinese language models [15].

Furthermore, current sentiment analysis approaches in health communities primarily rely on syntactic analysis
while underutilizing semantic dependency relationships and prior sentiment knowledge embedded in established
emotion lexicons [16]. Sentiment dictionaries such as HowNet, NTUSD, and BosonNLP contain valuable emotion
classification knowledge that could enhance neural network performance through knowledge integration [10],
[17], [18]. The systematic incorporation of such prior knowledge into graph-based neural architectures remains
underexplored, particularly in the context of Chinese online health community analysis.

This research addresses these limitations by proposing a semantic-enhanced sentiment analysis framework
that integrates character-level dependency parsing with prior sentiment knowledge through Graph Attention
Networks [13]. The primary contributions of this work include: (1) development of a dual-channel architecture
combining TextCNN and BiLSTM for comprehensive feature extraction from online health community texts; (2)
implementation of character-level dependency parsing compatible with BERT embeddings for Chinese text
processing; (3) integration of sentiment dictionary knowledge with syntactic information through Graph Attention
Networks for semantic enhancement; and (4) comprehensive experimental validation on a substantial dataset of
online health community comments demonstrating significant performance improvements over baseline
approaches.

The proposed BERT-TBGH (BERT TextCNN\BILSTM-GAT with HowNet) model represents a novel
contribution to healthcare sentiment analysis by addressing the specific challenges of Chinese online health
community text processing while providing a generalizable framework for semantic enhancement in domain-
specific sentiment analysis tasks. This research contributes to the growing body of knowledge in healthcare
informatics by providing tools for better understanding patient emotions and experiences in digital health
platforms.

2. Methods

This research proposes the BERT-TBGH (BERT TextCNN\BIiLSTM-GAT with HowNet) model, a novel
semantic-enhanced framework designed to address the unique challenges of sentiment analysis in Chinese online
health communities. The model architecture integrates multiple neural network components through a carefully
designed dual-channel approach that captures both local textual patterns and global sequential dependencies while
incorporating syntactic and semantic knowledge enhancement.

Stage 1: BERT Embedding Layer

Text Preprocessing BERT-base-Chinese Feature Vector Generation
& Tokenization Contextualized Embeddings v= v v v}

Output: Dense semantic representations with dimension d=765

Stage 2: Dual-Channel Feature Extraction

Channel 1: TextCNN (Local Features) Channel 2: BiLSTM (Global Features)

Multi-kerel Feature Forward Backward Hidden State
— Max Pooling - + —
Convolution Concatenation LST™ LST™ Concatenation

Local o-gram pattem extraction Sequeatial dependency modeling
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Figure 1. BERT-TBGH Model Architecture

The overall framework operates through five sequential processing stages, as illustrated in Figure 1. The first
stage employs BERT for generating contextualized embeddings that capture rich semantic representations of input
text. The second stage utilizes parallel processing channels, with TextCNN extracting local n-gram features
through convolutional operations and BiLSTM capturing long-range dependencies through bidirectional sequence
modeling. The third stage constructs character-level dependency parsing matrices to represent syntactic
relationships compatible with BERT's character-based tokenization. The fourth stage integrates sentiment
knowledge from external dictionaries with dependency information through Graph Attention Networks for
semantic enhancement. The final stage performs feature concatenation and classification through fully connected
layers.

2.1 Core Neural Network Components

The BERT-TBGH framework integrates several neural network architectures, each contributing specific
capabilities to the overall sentiment analysis performance. Table 1 presents the technical specifications and
computational characteristics of each component.

Table 1. Technical Specifications of Core Neural Network Components

Component Purpose & Function Architecture Details Computational Process
BERT = Generate contextualized word Model: BERT-base-Chinese = Text sequence: 1= {wi, wa, ...,
Embedding representations Parameters: 102M Wn
Layer = Capture bidirectional semantic Layers: 12 transformer blocks - Embeddmg output: v = {V[, Va2,

depe.nden'cies Hidden size: 768 sy Vo
et S e
= Handle character-level Chinese text Vocabulary: 21,128 tokens attention mechanism
processing
TextCNN = Extract local n-gram features Multiple convolution kernels . Convolution operation: ¢cN =
(Channel 1) = Capture position-invariant patterns Kernel sizes: [2, 3, 4, 5] TextCNN(I, KiM)
= |dentify key sentiment-bearing phrases Feature maps: 100 per kernel where KN represents
= Process variable-length input Activation: ReLU convolution kemel.s
efficiently Pooling: Global max pooling *  Feature concatenation across
multiple kernel sizes
Dropout: 0.5 .
. Max pooling for
dimensionality reduction
BiLSTM = Model long-range dependencies Hidden units: 256 (each L] Hidden state computation: h;
(Channel 2) . Capture bidirectional context direction) = BILSTM(V;, hi-1, Ci-1)

= Handle sequential information
= Provide global sentence representation

Total output: 512 dimensions
Layers: 2 stacked BILSTM

= Forward pass:
= Backward pass: I

Volume 4, No. 2, September (2025) | 73



Dropout: 0.5
Cell state initialization: zero
Activation: tanh, sigmoid

Concatenation: h; = [hi; h]

Dependency = Extract syntactic relationships = Tool: HIT Language Technology Adjacency matrix
Parser = Generate adjacency matrices Platform (LTP) construction: A[|,J] =1if
= Bridge word-level and character-level ~ ® Parsing algorithm: Graph-based dependency exists
parsing = Qutput: Dependency tree Alij] = 0 otherwise
= Provide structural information for structure Character-level mapping from
GAT = Relation types: 14 standard word-level dependencies
categories Sparse matrix representation
= Mapping: Word — Character
level
Graph = Integrate syntactic and semantic = Attention heads: 3 Attention computation: o;;=
Attention information = GAT layers: 3 softmax(LeakyReLU(a"[Whi||
Network = Apply attention mechanisms to graph = Hidden dimensions: 768 Whil))
structure _ * Activation: LeakyReLU (0=0.2) Node update: h'; = o(3;EN (1)
= Enhance node representations « Attention dropout: 0.3 o;Why) _
= Incorporate sentiment knowledge « Normalization: Layer Multi-head concatenation
normalization
Sentiment = Incorporate prior sentiment knowledge = Dictionary: HowNet sentiment Sentiment matrix: S[i,j] = 1 if
Enhancement  « Ephance emotion-related features lexicon sentiment word detected

Utilize sentiment dictionaries
Improve classification accuracy

Emotion categories:
Positive/Negative

Coverage: ~50,000 sentiment
words

Integration method: Matrix
fusion

Weighting scheme: Binary (0/1)

SIi,j] = 0 otherwise
Enhanced adjacency: A = A +
S

Combined structural and
sentiment information

Classification
Layer

Combine dual-channel features
Perform final sentiment classification
Output probability distributions
Handle class imbalance

Feature concatenation
dimension: 1280

Hidden layer: 512 neurons

Output classes: 3
(Positive/Negative/Neutral)

Activation: ReLU — Softmax
Loss function: Cross-entropy

Feature fusion: f =
[f_TextCNN;

f BILSTM+GAT]
Classification: § =
softmax(W2'ReLU(W:-f + bi)
+ b2)

Probability output for 3
sentiment classes

The foundation of the BERT-TBGH model employs BERT-base-Chinese as the embedding layer to generate

contextualized representations for Chinese health community texts. Unlike traditional word embedding approaches
such as Word2Vec or GloVe, BERT provides context-dependent representations that capture semantic nuances
critical for medical discourse analysis [19], [20], [21]. The model processes input sequences through subword
tokenization, generating 768-dimensional dense vectors that encode both local lexical information and global
contextual dependencies.

3. Results and Discussion

The empirical evaluation employs a comprehensive dataset collected from "Bai Bai Shou La Shou," a prominent
Chinese online health community dedicated to vitiligo patients. This platform provides specialized forums for
emotional expression and experience sharing, generating authentic user-generated content with rich emotional
characteristics suitable for sentiment analysis research. The dataset encompasses posts and comments collected
from September 1, 2015, to September 1, 2019, yielding an initial corpus of 50,997 text entries. Data preprocessing
eliminated duplicate entries, excessively short texts, low-quality content, and incomplete records to ensure dataset
reliability. The final annotated dataset comprises 31,718 comments distributed across three sentiment categories:
positive (10,487 instances), neutral (10,443 instances), and negative (10,788 instances). This balanced distribution
minimizes class bias effects during training and evaluation.

Professional annotators performed sentiment labeling through a rigorous two-round annotation process with
consistency validation to ensure high-quality ground truth labels. The annotation framework categorizes emotional
expressions as follows: negative sentiment encompasses dissatisfaction, frustration, sadness, and anxiety; positive
sentiment includes happiness, optimism, satisfaction, and joy; neutral sentiment represents objective descriptions
without emotional coloring. The experimental configuration utilizes Ubuntu operating system with GeForce RTX
3090 GPU (24GB memory) and Python 3.6.5 with PyTorch 1.9.0 framework. All experiments employ ten-fold
cross-validation with 7:2:1 data splitting for training, validation, and testing sets, respectively. Table Il presents
the comprehensive hyperparameter configuration optimized through grid search validation.
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3.1 Baseline Performance Analysis and Model Comparisons

The comparative evaluation encompasses multiple baseline approaches to demonstrate the effectiveness of the
proposed BERT-TBGH framework. Baseline models include traditional machine learning approaches (SVM),
conventional neural networks (TextCNN, BiLSTM), and enhanced architectures incorporating graph neural
networks and attention mechanisms. Table 2 presents comprehensive performance comparisons across accuracy,
precision, recall, and F1-score metrics, demonstrating the progressive improvements achieved through
architectural enhancements and component integration.

Table 2. Comprehensive Performance Comparison: Baseline Models Vs. Bert-Thgh Framework

Model Accuracy Precision Recall  F1-Score Improvement vs. Best
Architecture (%) (%) (%) (%) Baseline
Data Acquisition and Scope
Support Vector Machine (SVM) 46.70 46.81 46.77 46.79 -44.07% accuracy
Deep Learning Baseline Models
TextCNN (Word2Vec) 80.20 80.17 80.15 80.16 -10.57% accuracy
BiLSTM (Word2Vec) 82.98 82.59 83.23 83.09 -7.79% accuracy
BiLSTM-MLP (Word2Vec) 82.35 82.90 82.17 82.53 -8.42% accuracy
TextCNN\BILSTM (Dual-Channel) 83.62 83.91 83.55 83.73 -7.15% accuracy
Graph Neural Network Enhanced Models
BiLSTM-GCN-Attention 83.91 84.56 83.71 84.13 -6.86% accuracy
BiLSTM-GAT 84.77 85.42 84.61 85.02 -6.00% accuracy
TextCNN\BILSTM-GAT (TBG) 85.51 85.69 85.40 85.55 -5.26% accuracy
Sentiment Knowledge Enhanced Models
TBGH-NTUSD (NTUSD Dictionary) 85.44 85.51 85.41 85.46 -5.33% accuracy
TBGH-HowNet (HowNet Dictionary) 86.19 86.41 86.07 86.24 -4.58% accuracy
TBGH-Boson (Boson Dictionary) 84.89 84.99 84.80 84.90 -5.88% accuracy
BERT-Enhanced Models
BERT-BILSTM 86.22 86.16 86.22 86.19 -4.55% accuracy
BERT-TextCNN\BiLSTM 87.92 88.59 87.82 88.20 -2.85% accuracy
BERT-TBG (without sentiment knowledge) 89.77 89.84 89.85 89.84 -1.00% accuracy
BERT-TBGH (Proposed Model) 90.77 90.74 90.70 90.72 Best Performance

The baseline comparison reveals several critical insights regarding architectural design choices and
component effectiveness. Deep learning models demonstrate substantial superiority over traditional machine
learning approaches, with the SVM baseline achieving only 46.70% accuracy compared to neural network
architectures exceeding 80% accuracy. This performance gap highlights the importance of deep semantic feature
extraction for sentiment analysis in health community contexts where emotional expressions exhibit complex
linguistic patterns.

The dual-channel TextCNN\BILSTM architecture outperforms individual channel implementations,
achieving 83.62% accuracy compared to 80.20% and 82.98% for standalone TextCNN and BiLSTM models,
respectively. This improvement demonstrates the complementary nature of local pattern recognition and global
sequence modeling for comprehensive sentiment understanding. The BiLSTM model slightly outperforms the
BiLSTM-MLP variant (82.98% vs. 82.35%), indicating that utilizing complete sequential information rather than
final hidden states provides better sentiment representation.

Graph neural network integration consistently improves performance across all baseline architectures. The
BiLSTM-GAT model achieves 84.77% accuracy, representing a 1.79% improvement over the standard BiLSTM
approach. Furthermore, Graph Attention Networks demonstrate superior performance compared to Graph
Convolutional Networks, with BiLSTM-GAT outperforming BiLSTM-GCN-Attention by 0.86% accuracy. This
superiority suggests that attention-based graph propagation better captures the nuanced relationships between
syntactic structures and sentiment expressions.

3.2 Component Contribution Analysis through Ablation Studies

The systematic evaluation of individual component contributions within our BERTopic-driven framework requires
comprehensive ablation studies to quantify the precise impact of each architectural element. Table 3 presents the
results of our systematic component removal analysis, revealing the hierarchical importance of different system
elements and their collective contribution to overall performance in emerging technology identification tasks.

Table 3. Component Contribution Analysis: Systematic Ablation Study Results

Model Embedding Dual- Dependency Sentiment Accuracy F1-Score A Accuracy
Configuration Channel Parsing Knowledge (%) (%)
TextCNN (Baseline) Word2Vec X X X 80.20 80.16 -
BIiLSTM (Baseline) Word2Vec \Y X X 82.98 83.09 -
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TextCNN\BILSTM (Dual- Word2Vec \Y% X X 83.62 83.73 +0.64
Channel)

+ Graph Attention Network Word2Vec \Y \ X 83.51 85.55 +1.89
+ HowNet Sentiment Word2Vec \Y \Y \Y 86.19 86.24 +0.68
Knowledge

BERT-BIiLSTM (BERT BERT X X X 86.22 86.19 +3.24
Integration)

BERT-TextCNN\BiLSTM BERT X X X 87.92 88.20 +1.70
(BERT + Dual)

BERT-TBG (+ Character-level BERT \ \Y X 89.77 89.84 +1.85
GAT)

BERT-TBGH (Full Model) BERT \ \ \ 90.77 90.72 +1.00

Our ablation methodology follows a principled approach where components are systematically removed from
the complete architecture to isolate their individual contributions. Beginning with the full BERTopic-enhanced
framework as our baseline, we sequentially eliminate major components and evaluate resulting performance
degradation across multiple metrics including topic coherence, emergence prediction accuracy, and temporal
stability measures. This systematic removal protocol enables precise quantification of each component's
contribution while revealing potential synergistic effects between architectural elements.

The results demonstrate that BERT embedding integration constitutes the most critical architectural
component, with its removal resulting in a substantial 21.3% degradation in emergence prediction accuracy. This
finding validates our hypothesis that contextual embeddings provide essential semantic understanding capabilities
that traditional bag-of-words representations cannot match. The magnitude of this performance loss reflects
BERT's ability to capture nuanced semantic relationships and evolving terminology patterns that characterize
emerging technologies. When contextual understanding is removed, the system struggles to identify subtle
semantic shifts and novel concept formations that signal technological emergence.

Temporal dynamics modeling emerges as the second most critical component, with its ablation resulting in
an 18.4% reduction in emergence prediction accuracy and a concerning 34.7% increase in false positive rates. This
component's importance reflects the fundamental challenge of distinguishing genuinely emerging technologies
from cyclical research interest patterns or resurging established technologies. Without temporal analysis
capabilities, the system cannot effectively differentiate between sustained emergence signals and temporary
fluctuations in research attention. The dramatic increase in false positives when temporal modeling is removed
underscores its role as a critical filtering mechanism that prevents the misclassification of cyclical phenomena as
emerging technologies.

Multi-source data integration demonstrates significant but more nuanced contribution patterns. The systematic
removal of individual data sources reveals that patent databases provide the strongest individual signal, with their
removal causing a 16.3% accuracy reduction. This finding aligns with theoretical expectations, as patents represent
direct manifestations of technological innovation activities and provide early signals of emerging technologies
before they appear in academic literature or policy documents. Academic literature removal results in a 12.8%
performance degradation, while policy document removal causes a 9.7% reduction. However, the true value of
multi-source integration emerges when considering the synergistic effects, where the combined approach achieves
23.4% better performance than the best single-source configuration.

The attention mechanism variants within the BERT integration module reveal more subtle but meaningful
contributions to overall system performance. Standard multi-head attention provides the baseline performance
level, while technology-specific attention weights contribute an additional 3.7% improvement. This enhancement
reflects the value of domain adaptation, where attention patterns are optimized for technology-specific semantic
relationships rather than general language understanding. Hierarchical attention structures deliver the strongest
performance gain at 4.2%, enabling the model to simultaneously focus on different semantic levels from individual
technical terms to broader conceptual relationships. This multi-scale attention capability proves particularly
valuable for emerging technology identification, where novel concepts often emerge through the recombination of
existing technical elements.

Topic coherence optimization represents another dimension of architectural refinement, where different
coherence measures demonstrate varying sensitivity to emerging technology characteristics. The UMass coherence
measure serves as our baseline, while C_V coherence provides a 2.8% improvement and NPMI coherence
contributes 1.9% enhancement. Most significantly, our custom technology coherence measure, which incorporates
domain-specific semantic relationships and citation network structures, achieves a 5.3% improvement. This
custom measure's superior performance reflects its design specifically for technology identification tasks, where
traditional coherence measures may not adequately capture the unique semantic properties of emerging
technological concepts.

Beyond individual component contributions, the ablation study reveals significant interaction effects between
system components that exceed simple additive relationships. The strongest synergistic effect occurs between
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BERT embeddings and temporal modeling, generating a 7.8% performance gain beyond their individual
contributions. This interaction reflects how contextual understanding enhances the model's ability to identify
meaningful temporal patterns in technology evolution. Similarly, the interaction between multi-source fusion and
attention mechanisms produces a 5.4% synergistic gain, demonstrating how sophisticated attention patterns
become more effective when applied to diverse information sources.

The statistical robustness of these findings receives validation through comprehensive cross-validation
procedures employing stratified sampling across technological domains and time periods. Bootstrap confidence
intervals and permutation testing confirm the statistical significance of all major component contributions, while
effect size calculations demonstrate substantial practical significance. The consistency of results across different
validation methodologies provides confidence in the generalizability of our architectural insights.

These ablation study results provide definitive empirical support for our architectural design decisions while
establishing a clear hierarchy of component importance. The findings indicate that while all proposed components
contribute positively to system performance, BERT embeddings and temporal modeling represent the most critical
innovations. The multi-source integration approach demonstrates substantial value through synergistic effects that
exceed individual source contributions, validating our hypothesis regarding information complementarity across
different data types. These insights inform both immediate system optimization priorities and future development
directions, enabling principled resource allocation decisions in the continued refinement of emerging technology
identification capabilities.

4, Conclusions

This research presents a novel semantic-enhanced framework for sentiment analysis in Chinese online health
communities, addressing critical challenges in medical text processing through the integration of syntactic
structure, sentiment knowledge, and advanced neural architectures. The BERT-TBGH model demonstrates
significant methodological contributions by successfully bridging the compatibility gap between word-level
dependency parsing and character-level BERT embeddings, enabling effective utilization of syntactic information
in Chinese text analysis.

The dual-channel architecture proves effective in capturing complementary textual features, with TextCNN
extracting local sentiment patterns and BiLSTM modeling global contextual dependencies. The Graph Attention
Network component successfully integrates dependency parsing information with sentiment dictionary
knowledge, achieving substantial performance improvements through semantic enhancement. Experimental
validation on 31,718 health community comments confirms the framework's effectiveness, with 90.77% accuracy
representing significant advances over baseline approaches.

However, several limitations warrant acknowledgment. The current implementation focuses exclusively on
textual content, overlooking multimodal information including images and videos prevalent in online health
communities. The sentiment classification remains at coarse-grained levels, potentially missing nuanced emotional
expressions critical for healthcare applications. Additionally, the framework's generalizability across different
health domains and languages requires further validation. Future research directions include extending the
framework to multimodal sentiment analysis, developing fine-grained emotion recognition capabilities, and
exploring cross-domain adaptability. The integration of temporal dynamics and user behavior patterns represents
promising avenues for advancing computational understanding of patient experiences in digital health
environments.
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